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Chapter 1: Introduction
A signal is a time-varying measurable quantity whose variation normally conveys
information.
The quantity is often a voltage obtained from some transducer e.g. a microphone. It is
useful to define two types of signal: analog signals and digital signals.
1.1 Analog signals
Analog or ‘continuous time’ signals are continuous variations in the measurable quantity.
The quantity may be measured at any point in time in the range - ∞ to + ∞ . Analog signals
are said to be continuous functions of time (t) with t measured in seconds. Examples of
analog signals are:
(i) 5sin(62.82t) i.e. a sine wave of frequency 62.82 radians per second (i.e. approx. 10
Hz)

" 0 :t < 0
(ii) u (t ) = #
$ 1: t ≥ 0

i.e. a " step function " signal.

Plotting graphs of these analog signals against time gives a continuous 'waveform' for each
as illustrated below:

Sound generated by human voices or musical instruments is a continuous variation in air
pressure. A piano string vibrating or a person’s vocal cords vibrating may produce it. The
local pressure variation travels through the air to your ear or a microphone. There it causes
a ‘diaphragm’ in the microphone or your eardrum to vibrate. A microphone produces a
continuous voltage whose variation is proportional to the variation in air pressure. Plotting
the voltage against time produces ‘sound waveforms’ as illustrated below for short segments
of speech and music:

Figure 1: Segment (1.5 second) of ‘telephone quality’ male speech: “It’s close to Newcastle”

Figure 2: Short segment (0.05 second) segment of violin music

1.2 Discrete time s i g n a l signals
Discrete-time signals exist only at discrete points in time.
Such a signal is often
obtained by sampling an analog signal, i.e. measuring its value at discrete points in time.
Sampling points are usually separated by equal intervals of time, say T seconds. Given
an analog signal x(t) and denoting by x[n] the value of x(t) when t=nT, the sampling
process produces a sequence of numbers: { ..., x[-2], x[-1], x[0], x[1], x[2], ..... } which
is referred to as {x[n]} or ' the sequence x[n] '. The sequence exists for all integer values
of n in the range - ∞ to ∞ .
Examples of discrete time signals are:
(i) {..., -4, -2, 0, 2, 4, 6, ....} i.e. a sequence whose nth element, x[n], is defined by the
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formula x[n] = 2n. It is useful to underline the sample corresponding to n
= 0.
(ii) { ..., -4.75, -2.94, 0, 2.94, 4.75, 4.76, ...}
i.e. a sequence whose nth element x[n] = 5 sin(62.82t) with t=nT and T=0.01.
(iii) { ..., 0, ..., 0. 0, 1, 1, 1, ..., 1, ...} i.e. a “ unit step ” sequence whose nth element is:

" 0:n < 0
u [n] = #
$ 1: n ≥ 0
Discrete time signals are represented graphically as shown below for example (i):

Discrete time signals are often generated by 'analog to digital conversion' (ADC) devices,
w h i c h produce binary numbers to represent sampled voltages or currents. The accuracy of
conversion is determined by the 'word-length ' of the ADC device, i.e. the number of bits
available for each binary number. The process of truncating or rounding the sampled value
to the nearest available binary number is termed ' quantisation ' and the resulting sequence
of quantised numbers is termed a 'digital signal '. A digital signal is therefore a discrete time
signal with each sample digitised for arithmetic processing. Below is a graph of a digitised
‘media’ signal obtained by sampling the
‘Telephone quality’ speech in Figure 1 at 8000 Hz. (i.e. taking 8000 samples per second)
and using 16 bits to represent each sample.

1.4
4

Figure 4: Segment (1.5 s) of ‘telephone quality’ speech sampled at 8 kHz with 16 bits/sample
Below is the short section of violin music which was shown in Figure 2, now sampled at 22.05 kHz with 16 bits per
sample. Notice that it is periodic, and that it is not a sine-wave.

4

Figure 5: Short segment of violin music sampled at 22.05 kHz with 16 bits/sample

Figure 5 shows a very short (Å 100ms) segment of a vowel extracted sampled at 16 kHz. Note
that 1 ms = 1/1000 second. Vowels are approximately periodic as may be seen here.
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Figure 6: Segment (0.1 s) of voiced telephone speech sampled at 16 kHz with 12 bits/ sample.

Question 1.1: What is the fundamental frequency of the voice in fig 5?
Answer: ≈ 10 cycles in 1/10 s i.e. ≈ 100 Hz –quite low pitched male speech.
Question 1.2: What is frequency of note being played in figure 1?
Answer ≈ 16/0.05 ≈ 320 Hz (Approx E flat)
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1.3. Signal Processing
Analog signals used to be ‘processed’ in various ways by circuits typically consisting of
resistors, capacitors, inductors, transistors and operational amplifiers. These days, most
media signal processing is done digitally. Digital signals may be ‘processed’ using
programmed computers, microcomputers or special purpose digital hardware. Examples
of the type of processing that may be carried out are:
(i)
(ii)

Amplification or attenuation: making the voltage waveform larger or smaller.
(ii) Filtering : e.g. 'filtering out' some unwanted part of the signal.

Applications of digital signal processing can be divided into 'real time' and 'non real time'
processing. A mobile phone contains a 'DSP' processor that is fast and powerful enough to
perform the mathematical operations required to filter digitized speech (and process it in other
ways as well) as the speech is being received. This is real time processing. A standard PC
can perform 'non-real time' DSP processing on a stored recording of music and can take as
much time as it needs to complete this processing. Non real time DSP is extremely useful in
its own right; consider MP3 compression as an example. It is also used to 'simulate' the
software for real time DSP systems before they are actually built into special purpose
hardware, say for a mobile phone. The simulated DSP systems may be tested with stored
segments of speech representative of what is expected
when people talk into a mobile phone for real.
Real time DSP is often implemented using 'fixed point' microprocessors since these consume
much less power and are less expensive than 'floating point' devices. A fixed point processor
deals with all numbers as though they were integers, and the numbers are often restricted to a
word-length of only 16 bits. Overflow (numbers becoming too big for 16 bits) can easily
occur with disastrous consequences to the sound quality. If we try to avoid the possibility of
overflow by scaling numbers to keep them small in amplitude, they may then not be
represented accurately enough as the quantization (rounding or truncation to the nearest
integer) incurs error which is a larger proportion of the value being represented. Fixed point
DSP programming can be quite a difficult task. When we use a PC to perform non real time
DSP, we normally have floating point operations available with word-lengths that are larger
than 16 bits. This makes the task much easier.
However, when simulating fixed point real time DSP on a PC, it is possible to deliberately
restrict the program to integer arithmetic, and this is very useful.
1.4. Introduction to MATLAB
The use of MATLAB for designing, simulating and implementing digital signal processing
techniques as applied to media signals (speech, music and images) is central to this course
and the Appendix which follows gives an introduction to MATLAB. The course web site:
http://www.kstio.com/dsp
contains a ‘MATLAB’ folder with sampled signals (speech, music and images) and ‘mfiles’ as referred to in these notes.

1.8

1.5. Advantages of digital as opposed to analog signal processing include the
following:
(i)
Signals are normally transmitted and/or stored in digital form so it makes sense to
process them in digital form also.
(ii)
Digital signal processing (DSP) systems can be designed and tested in “simulation”
using universally available computing equipment (e.g. PCs with sound and vision
cards).
(iii)
Guaranteed accuracy, as pre-determined by word-length and sampling rate.
(iv)
Perfect reproducibility. Every copy of a DSP system will perform identically.
(v)
The characteristics of the system will not drift with temperature or ageing
(vi)
Advantage can be taken of the availability of advanced semiconductor VLSI
technology.
(vii) DSP systems are flexible in that they can be reprogrammed to modify their operation
without changing the hardware. Products can be distributed/sold and updated via
Internet.
(viii) Digital VLSI technology is now so powerful that DSP systems can now perform
functions that would be extremely difficult or impossible in analog form. Two
examples of such functions are:
-adaptive filtering (where the parameters of a digital filter are variable and
must be adapted to the characteristics of the input signal ) and
-speech recognition which is again based on information obtained from
speech by digital filtering.
1.6. Disadvantages of digital signal processing:
(i)
(ii)
(iii)

DSP designs can be expensive especially for high bandwidth signals where fast
analog/digital conversion is required.
The design of DSP systems can be extremely time-consuming and a highly
complex and specialised activity. There is an acute shortage of computer science
and electrical engineering graduates with the knowledge and skill required.
The power requirements for DSP devices can be high, thus making them
unsuitable for battery powered portable devices such as mobile telephones. Fixed
point processing devices (offering integer arithmetic only) are available which are
simpler than floating point devices and less power consuming. However the
ability to program such devices is a particularly valued and difficult skill.
1.7. Fundamental concepts

Some processes, e.g. amplification, filtering and certain types of modulation may be
classed as being "linear". Processes may also be "time-invariant" e.g. amplification, filtering
and rectification are time-invariant. Processes which are both linear and time-invariant,
e.g. amplification and filtering, are often referred to as LTI processes. An understanding of
the basic concepts of linearity and time-invariance is vital for signal processing.
Modern digital signal processing systems use algorithms programmed on special-purpose
microprocessors, w h i c h are fast enough to compute each output in "real time". Analog
signals must therefore be converted into digital form and vice-versa. The effects of sampling,
analog-to- digital and digital-to-analog conversion are studied in this course, and an
introduction to the Fast Fourier transform (FFT) and its many applications, including spectral
estimation, is also given.

1.8

1.8. Summary of Course Objectives:1. Understanding significance of DSP for speech & music & introduction to MATLAB.
2. Fundamental concepts: linearity, time-invariance, etc.
3. Digital filters & their application to sound & images
Low-pass, high-pass, band-pass, band-stop digital filters
etc. Butterworth low-pass gain response approximation.
4. FIR & IIR type digital filters design & implementation.
5. MATLAB for design, simulation & implementation of DSP.
6. Real time implementation of DSP (fixed point arithmetic).
7. A/D conversion for DSP. Sampling theory, aliasing, effect of quantisation and,
sample and hold reconstruction. Over-sampling to simplify analog filters.
8. FFT and its applications. Use of DFT and FFT for spectral estimation. Two-dimensional
FFT & application to image processing.
9. Speech and music compression (CELP, MP3, etc).
1.9. Background knowledge needed:
1. Basic mathematics (e.g. complex numbers, Argand diagram, modulus & argument,
differentiation, simple integration, sum of an arithmetic series, complex roots of
unity, factorisation of quadratic equation, De Moivre's Theorem, exponential function,
natural logarithms).
2. Experience with any high-level computer programming language.
1.10. Recommended Book:
1. S.W. Smith, "Scientist and Engineer's Guide to Digital Signal Processing " California
Tech. Publishing, 2nd ed., 1999, available complete at: http://www.dspguide.com/
1.11. Problems:
1.1. Why do we call continuous time signals “analog”.
1.2. When could you describe a SIGNAL as being linear?
1.3 Give a formula for an analog signal which is zero until t=0 and then becomes equal to a
50
Hz sine wave of amplitude 1 Volt.
1.4. Given that u(t) is an analog step function, sketch the signal u(t)sin(2.5 π t).
1.5 If u(t)sin(5 π t) is sampled at intervals of T=0.1 seconds, what discrete time signal is
obtained?
What is the sampling frequency?
1.6. What is the difference between a discrete time signal and a digital signal?
1.7. Define (i) amplification, (ii) filtering, (iii) rectification and (iv) modulation.
1.8. What is meant by the terms “fixed point” and “floating point”?
1.9. What does the term “filter” normally mean to a Computer Scientist? Explain the
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terms “analog filter” and “digital filter”.
1.10. What is meant by the term “real time” in DSP?
1.11. There are many applications of DSP where the digital signal being processed is not
obtained by sampling an analog signal. Give some examples.
1.12 MATLAB Exercise 1: After reading the appendix below, generate 320 samples of a 50
Hz sine wave sampled at 8kHz and multiply this by a 1kHz sine wave sampled at 8kHz.
Plot the resulting waveform
1.13 MATLAB Exercise 2 :A ‘plain old fashioned telephone’ (POTS) transmits speech between
300Hz & 3 kHz. Design & implement high- & low- filters to allow the effect of the bandwidth restriction to be assessed by listening.
1.14 MATLAB Exercise 3:: File ‘noisyviolin.wav’ contains music sampled at 22.05
kHz. It is corrupted by: ‘high-pass’ random noise above 6 kHz and a sine-wave
around 4 kHz.
Design & implement 2 digital filters to remove the random noise and the tone as far as
possible. Listen to the ‘cleaned up music’

Appendix:

Introduction to ‘MATLAB’

A.1. Variables and matrices:
MATLAB is a high level computing language with facilities for matrix operations and
complex number calculations. It is ideal for studying and implementing signal processing
operations and is widely used for this purpose. Instead of having to declare variables in
advance, as in C for example, each variable in MATLAB is declared automatically when it is
first used. More importantly, each MATLAB variable may be an array with purely real or
complex elements. For example the statement below declares A to be a 4 by 2 matrix of real
numbers (there appears to be no distinction between real numbers and integers):
A = [1 2.8 3.2 4
5 6 7.7 8 ] ;
Further examples are:
X = [ 1 2 3 4] ;
Y=[1
2
3
4] ;
Z=3;
W = 4 + 5.5j ;

% Comment

The last two statements illustrate that single variables are possible and may be complex. In
fact they are considered as one-by-one matrices. If the semicolon on the end of a statement
is omitted, this is not necessarily an error as it would be in C. It simply means that you wish
the outcome of the statement to be printed out straight-away. If there is a “%” character on
a line, the rest of the line is taken as a comment.
A.2. Signals
Signal segments may be considered as row or column vectors, i.e. single row or single
column matrices. Such matrices cannot be of infinite length so they are ‘windowed
signals’.
In MATLAB, all signals are sampled so it is a good idea to start by defining the sampling
frequency Fs. It follows that the sampling interval T = 1/Fs. This is the time in seconds
between each sample. To produce a row-vector x containing a sine-wave segment, the
following MATLAB statements may be used:
Fs = 100; % Sampling frequency in samples/second
T = 1/Ts ; % Sampling interval in
seconds. for n = 1:100
x(n) = sin(2*pi * 10 * n * T ) ; % Frequency is 10 Hz
end;

This row-vector may be plotted by the following command, which automatically chooses
the axis dimensions:
plot(x);
Remember that the formula for a sine-wave of amplitude A and frequency F Hz (cycles per
second) is x(t) = A sin(2 π Ft). To produce a sampled version of this ‘continuous time’
formula, replace t by nT where T is the sampling interval (= 1/Fs).
To produce a column vector x containing a sine-wave segment, the following statement
may be used (note the ' ):
for n = [1:100]’
x(n) = sin(2*pi*10 *n*T) ;
end;
This column vector may be plotted by the same plot command as was used above which
does not mind whether signals are stored in rows or columns.
A faster way of defining the column vector x is as follows:
n=[1:100]’ ;
% Declare n as 100 by 1 column vector with entries
1,2,...,100 x(n) = sin(2*pi*10*n*T);
% For each entry of n, calculate value of
sine wave.
From now on, it will be assumed that all windowed signals are stored in column-vectors
rather than row-vectors, as this is more familiar mathematically, though rather more awkward,
for example when we wish to define or print out vectors. Note the following:
Firstly, whereas x = [ 1.1, 2, 3.3, 4, 5 ] defines x to be a row-vector, the statement
x = [ 1.1; 2; 3.3; 4; 5 ]
(note the semi-colons) defines x to be a column-vector. The latter is easier to write than:
x = [ 1.1
2
3.3
4
5]
Secondly, x.' is the transpose of x. (Note the .' symbols). So, if x is defined as above, x.'
will be a row-vector which will be printed out as a line, which is often more convenient than
a column. Strictly, the transpose operation is dot apostrophe (.') rather than simply
apostrophe ('). Omitting the dot will give “complex conjugate transpose” which would be
identical for a real matrix as above, but different if the matrix had complex elements.
Note that the index of the first element of a row or column vector is always one. In signal
processing this is sometimes inconvenient since, if the array is a time-domain signal it
normally starts at time zero. If the array is a frequency-spectrum, it normally starts at
frequency zero. To avoid confusion, you may consider adopting the following statements to

store 1024 samples in an array:
for n = 0 : 1023
x(1+n) = sin(2*pi*10*n*T) ;
end;
This approach, though somewhat inefficient, preserves the natural definition of n as a timeindex. Although we are starting with quite short segments, we will soon be processing minutes
of speech or music in arrays of length up to one million samples or more. Here the array
processing power of MATLAB becomes very important because otherwise run times can
become prohibitively long. To greatly reduce processing time, avoid ‘element by element’
processing in for loops as illustrated immediately above and instead use array processing. To
illustrate, run the following program:
clear all; N=40000;
disp(sprintf('Timing test: process %d samples by array processing',
N)); Fs = 8000; T=1/Fs;
tic; %start timer
n=[1:N]' ;
x(n) = sin(2*pi*10*n*T); % For each entry of n, calculate value of sine
wave. toc;
% Print out time taken
disp( 'Do same task element-by-element, without
array
processing'); W=2*pi*10*T;
tic;
for m=1:N
y(m) = sin(W*m); % For each entry of m, calculate a value of the sine
wave. end;
toc; %print out time taken
%-------------------------------------------------------------------------------------------- disp('Simple multiplication test by array-processing');
tic; z = x * 2; toc;
disp('Simple mult test by element-by-element processing');
tic; for n=1:N w(n) = x(n) * 2; end; toc;
This program generates a 40,000-sample array in two ways, producing exactly the same
result. The first way takes much less than a second while the second, using element-byelement processing, takes 40 seconds on some machines.
Consider a second illustration, which just multiplies each element of a large array by 2. It
is really worth knowing that these two approaches give identical results:
y = x * 2; % where x has 40000 samples

(Takes <0.1 seconds)

for
n=1:40000
y(n) = x(n) * 2;
end;
% (Takes >20 seconds – depends on machine configuration)
Some array processing options in MATLAB are a little complicated to understand at first.
Therefore a programmer could start by writing element-by-element loops and testing the

program on small data files. Once it starts to run satisfactorily, the programmer could then
invest some time in trying to speed up the program by employing array processing.
A.3. Running MATLAB in command line mode:
To run MATLAB, click on the ‘MATLAB’ icon and look for the command window. You can
get rid of all other windows by clicking the ‘Desktop’ tag, selecting ‘desktop layout’ and then
selecting ‘command window only’. You can now start typing in statements at the ‘>>’
prompt. Try typing the following:
>> 4 + 5
>> X=4; Y=5; X+Y
>> X*Y
>>X/Y
>> bench
%(Tells you how fast your computer is)
>> for n = 0 : 99
>> x(1+n) = sin(n*pi/10)
>> end;
>> plot(x)
Scripting ‘m-files’: ‘Command line’ entry as illustrated above has limited use, and it is much
more useful to use script-files referred to as ‘m-files’. You can open an ‘m-file’ called
‘myprog.m’ by typing:
>> edit myprog
If there is not an existing m-file by that name, MATLAB creates one and opens its editor.
Now you can type in the same commands as you entered in ‘command mode’, but it is a
good idea to start with ‘clear’, and use semicolons at the ends of statements as follows:
clear all;
Fs=100; T=1/Fs;
for n = 0 : 99
x(1+n) = sin(2*pi*10*n*T);
end;
plot(x);
This is now essentially a computer program. To run it, select ‘file’ & ‘save’. Then bring up
the MATLAB command window and type ‘sinegen’. A more convenient ‘run’ option is
provided by the toolbar at the top of the editor screen (one mouse-click does it).
Once the m-file has been run, it may be edited by returning to the ‘editor window’ which
should still be open. Any errors may be corrected and the program may be improved before
the next run. Making the following changes produces a graph with a title and axis labels:
clear all;
Fs=100; T=1/Fs;
for n = 0 : 99

x(1+n) = sin(2*pi*10*n*T);
end;
figure(1); plot(x); grid on;
title(‘Graph of sine wave’);
xlabel (‘sample number n’); ylabel(‘value’);
There are many more ways of using ‘plot’.
command, for example ‘plot’, simply type:

If in doubt about exactly how to use any

help plot <return>
An ‘m-file’ is just a text file that may be written using any text editor, such as
‘NOTEPAD’ for example. (Do not use a word processor or WORDPAD).
To execute the statements in the file ‘myprog.m’ (a program you may have written a week
ago, say) just type ‘myprog’ at the MATLAB command. You need not have the editor open
if you do not need to change ‘myprog.m’. If you do wish to change it, just type ‘edit
myprog’ at the MATLAB ‘>>’ prompt.
A common way to use MATLAB is to have the editor and the MATLAB interpreter both
open in separate windows and to switch repeatedly from one window to the other,
remembering to save any edits made using the text-editor.
The paths must be set to a suitable ‘work’ directory where the programmer's ‘m-files’ will
be stored. By default, the m-files are saved to a folder called ‘work’ which is usually easy
to find in
‘c:\Program files\MATLAB’.
A.4 Digital media file formats
There is a confusing number of different ways of storing speech, music, images and video in
digital form. To begin with we will consider just five:
‘*.pcm’ or ‘*.raw’ form (straightforward binary without header information) often used for
mono telephone quality (narrowband) speech sampled at 8 kHz.
‘*.wav’ form (binary with header) often used for uncompressed high-fidelity (wideband)
stereo sound (music or speech) normally sampled at 44.1 kHz.
‘*.mp3’ for mp3 compressed music or hi-fi speech.
‘*.tif’ files for images with (normally) lossless compression.
‘*.jpg’ for images with lossy compression
‘*.avi’ audio/video interleaved files.
MATLAB has functions for reading these formats as illustrated below for pcm and wav:
There is some sample-by-sample processing in the 2nd example which must be modified for
faster speed of processing.
%
%
%
%
%

Open a ‘pcm’ or ‘raw’ file sampled at 8 kHz with 16 bits/sample.
Read the samples into an array called ‘inspeech’,
Divide each sample by 2 and store the result in another file.
Listen to the speech using the function ‘sound’
‘Sound’ requires that the array is scaled so that all samples lie

between ±1. IFid=fopen('operator.pcm','rb');
inspeech
=
fread(IFid, 'int16');
L = length(inspeech);
% number of samples
outspeech = inspeech / 2; % Divides each sample in array by
2. OFid = fopen(‘opout.raw’, ‘wb’);
fwrite(OFid,outspeech,
‘int16’);
scale = max(abs(outspeech)) +
0.001; sound(outspeech/scale, 8000,
16); fclose('all');
========== ========== ========== ========= ==========
==========
% Open ‘wav’ file, read stereo music into L by 2 array ‘inmusic’, where L = no. of
% stereo samples. Get sampling rate, Fs, & no. of bits per sample from ‘wav’
header.
% Reduce left channel by 3 dB & keep right channel unchanged.
% Store result into another wav file & listen to
it. clear all;
[inmusic, Fs, Nbits] = wavread('cap4th.wav');
S=size(inmusic); L=S(1); % music is an L by 2
array for n=1:L
outmusic(n,1) = inmusic(n,1) /sqrt(2);
outmusic(n,2)=inmusic(n,2);
end;
wavwrite(outmusic, Fs, Nbits,’outfile.wav’);
sound(outmusic,Fs,Nbits);
A.5 Another way of saving/loading MATLAB arrays to/from disk files
There is an easier way to store the contents of arrays into disk files and retrieve them later.
This way does not produce files that can be read by wave-editors, though it can produce
text files readable by a text editor such as "Notepad". To save an array called "b" in a disk
file called "bits.dat", the following simple command may be used:
save bits.dat b -ascii
Omitting "-ascii" creates a more compact "non-ascii" binary file.
To read the contents of the ascii file "bits.dat" into an array called "bits" use the
following command:
load bits.dat -ascii
A.6. Frequency spectrum and sampling:
A ‘sinusoid’ of frequency’ F cycles per second (Hertz) has the following mathematical
formula:
x(t) = A cos(2 π Ft + φ )
which is valid for any value of t from - ∞ to + ∞ .

The sinusoid has amplitude A volts and ‘phase’ φ . When φ =0, x(t) is a clearly a cosinewave with the formula x(t) = A cos(2 π Ft ) and when φ = π /2 the formula may be reexpressed as
x(t)=Asin(2 π Ft)
F is the frequency in Hz which may be expressed in radians/second by multiplying by 2 π .
Some writers use the term ‘sine-wave’ to mean ‘sinusoid’.
An individual sinusoid does not sound very nice when converted to sound as all its
power is concentrated at the single frequency F. It sounds ‘piercing’ and highly
annoying. A graph of
‘power spectral density’ (watts per Hz) against frequency is often drawn to show how the
power of
a signal is distributed in frequency. For a sinusoid, the power spectral density is infinitely
high line at f=F as illustrated below. We draw an upward arrow & call it an ‘impulse’.
For x(t) = A cos(2 π Ft + φ ) , the‘strength’ of the impulse is A2/2 watt which is equal to the
‘power’ of the sinusoid. The power will tell us how loud it sounds.
We can make length of line proportional to the strength but we must put arrow on top.

Figure A1: PSD graph for analog sinusoid

Speech and musical sounds often need of lots of sine-waves added together.
Very often, the frequencies are harmonically related, i.e. we may have sine-waves at F, 2F, 3F,
4F, 5F, and so on, all added together.
Sounds are not composed of harmonically related sine-waves can still be approximated as
the sum of lots and lots of very small sine-waves.
So we can think of any type of signal as having a ‘frequency spectrum’, i.e. it contains a
range of frequencies.
Most of the energy in speech is contained within the frequency range 300 Hz to 3400 Hz (3.4
kHz).
The energy in music that most of us can hear is contained within the range 50 Hz to
20 kHz. Spectral analysis of a musical note:
The musical note represented in the spectral graph below has a fundamental sinusoid at F
Hz, and lots of sinusoidal ‘harmonics’ at 2F, 3F, etc. F determines the pitch of the ‘note’:

440 Hz for ‘A’,
266 Hz for ‘middle C’ etc.
Question A1: What is the note being played here?
Answer: ≈ 910 Hz ( Just above ‘top A’).

Figure A2: PSD for long sustained musical note

This power spectral density graph represents just a single note which is assumed not to
change in amplitude or frequency over all time. The violinist is sitting there for ever
playing one note. If the note were changing significantly, the lines in the above graph
would become ‘spread out’ and difficult to interpret.
Spectral analysis of sound before it is sampled is tricky because of the infinitely high
upward arrows and the fact that signals will be constantly changing. Things become easier
when we spectrally analyse digitised sound (later) over short segments for which the sound
is approximately ‘stationary’ i.e. not changing significantly in its spectrum
The sampling theorem
The ‘Sampling Theorem’ tells us what happens if the signal has all its spectral energy below
a certain frequency, call it F Hz, and if a computer samples this signal at Fs samples per
second where Fs ≥ 2F. The theorem tells us that no distortion need occur and that the
original signal can be reconstructed exactly from the samples.
Therefore for speech band-limited below 3400 Hz we can sample at 6800 ‘samples per
second’ (Hz) or in practice at 8 kHz.
For music we can sample in theory at 40 kHz and in practice at 44.1 kHz.
It is very important to remember that when we process a sampled signal in MATLAB and the
sampling rate was Fs samples per second when it was captured, we can only observe

frequencies in the range 0 to Fs/2.
In passing, you may ask what would happen if you sampled a speech or music signal at Fs
and it happened to have some spectral energy above Fs/2. The answer is that this would lead
to a form of distortion known as ‘aliasing’ which sounds very bad. So we must always make
sure (except in some very specialised applications) that all spectral energy above Fs/2 has
been filtered off before we can sample at Fs samples per second.
A.7 Signal Processing toolbox:
This is a set of functions available to the user of MATLAB for:
(i)
carrying out operations on signal segments stored in vectors
(ii)
evaluating the effect of these operations, and
(iii)
computing the parameters of processing systems (e.g. digital filters) for
implementing these operations in practice. Two commonly used operations are:
-Digital filtering
-Spectral analysis
A.8 Digital filtering
A.8.1 Low-pass digital filters, high-pass and other categories
A digital filter can remove or enhance certain frequency components within a sampled
signal. Low-pass, high-pass, band-pass, band-stop and ‘all-pass’ filter types are commonly
used though there are many other categories.
A low-pass filter aims to ‘filter out’ (as best it can) all spectral energy above some cut-off
frequency Fc, whilst keeping all the spectral energy below Fc unchanged. Remember that we
only consider frequencies up to Fs/2 (half the sampling frequency). The behaviour of a lowpass digital filter is best expressed in the form of frequency-response graphs as illustrated
below:

Figure A3: Gain & phase responses for ideal (Brick-wall) low pass digital filter.

There are two frequency-response graphs shown: a gain-response and a phase-response. Just
concentrate on the gain-response for now and note that the gain is 1 for all frequencies up to
and including Fc and zero for all frequencies between Fc and Fs/2. This is an idealized gain-
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response which we can never realize in practice; though we can get close to it.
A ‘high-pass’ digital filter would aim to remove all frequency components (spectral energy)
below its cut-off Fc and keep everything between Fc and Fs/2.
Band-pass and band-stop digital filters have two cut-off Flow and Fupper (or FL and FU).
A band- pass filter would aim to remove all spectral energy apart from that between FL and
FU and a band- stop filter would remove only spectral energy between FL and FU. An ‘allpass’ filter does not remove any spectral energy so its gain-response would be 1 over the
whole range 0 to Fs/2. To study the effect of the ‘all-pass’ filter we would have to look at the
phase-response.
The previous low-pass gain response graph is an ‘ideal response’ often referred to as a ‘brickwall’ response. Such a sharp cut-off rate is not realisable in practice. In practical digital
filters, the cut- off is more gradual as illustrated here.

It is common practice to plot gain-response graphs such as that above with the gain
expressed in decibels (dBs) rather than in ‘absolute terms’. To do this we plot
20*log10(GAIN) against frequency as shown below. An absolute gain of 1 is 0 dB and an
absolute gain of 0 is - ∞ dB.

The decibel scale
Gain in dB = 20 log 10 (Absolute Gain). The table below is worth remembering.
dB
0
6
-6
3
20
40
60

Absolute
1
2
1/2
2
10
100
1000

A.8.2 FIR and IIR digital filters & their transfer functions
There are two types of digital filter: FIR and IIR. They are both described by a transfer
function:
a(1) + a(2)z-1 + a(3)z-2 + ... + a(N)z-N
H(z) = ⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
b(1) + b(2)z-1 + b(3)z-2 + ... + b(M)z-M
The ‘transfer function coefficients’ in vector a = [a(1), a(2), …, a(N) ]
and b = [b(1), b(2), …, b(M)] determine the effect of the filter on a
signal.
For an FIR digital filter, vector b is 1, and the ‘a’ vector, often very long, does all the work.
For an IIR digital filter, ‘a’ and ‘b’ generally have the same length which is much lower than
for FIR.
Fortunately, MATLAB removes the need to worry too much about digital filter
design. It designs the digital filters for us and can then apply them to our signal very
easily.

A.8.3 To illustrate for an IIR digital filter:
Design and implement a 4th order ‘Butterworth type’ IIR low-pass digital filter with cut-off
frequency fc = 1 kHz and apply it to signal in array x. Assume Fs = 8 kHz. By ‘design’ we
mean ‘determine the transfer function coefficients a and b.
%To design 4th order Butterworth type low-pass filter with cut-off frequency
1000 Hz where half the sampling freq is 4000 Hz, execute the following command:
[a,b] = butter(4, 1000/4000 ) ;
freqz(a,b); Plot frequency-response of filter.
% To apply the filter to vector x and produce a filtered output
vector y y = filter(a,b,x);
A.8.4 To illustrate for an FIR digital filter:Design and implement a 40th order FIR low-pass digital filter with cut-off frequency 1 kHz
where
Fs = 8 kHz. Apply it to signal in array x.
% To design:
a = fir1(40, 1000/4000 ) ;
freqz ( a , 1) ; % plot gain & phase (the b array is 1 for FIR filter)
% To implement:
y = filter(a, 1, x );
A.8.5 MATLAB functions available for digital filtering
y = filter(a, b, x) ; % Passes signal vector x thro’ an IIR or FIR digital filter to produce
output
% vector y. Coeffs are stored in vectors a & b. For an FIR filter, b =1.
% Filter’s transfer function is:
%
a(1) + a(2)z-1 + a(3)z-2 + ...+ a(n)z-N
% H(z) = ⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
%
b(1) + b(2)z-1 + b(3)z-2 + ...a(n)z-M
freqz(a,b)

% Plot gain and phase response of the digital filter.

[a,b] = butter(n, Fc/(Fs/2) ) % Calculate coeffs for nth order IIR Butterworth low-pass
digital
% filter with cut-off Fc Hz when sampling frequency is Fs Hz.
[a,b] = butter(n, Fc/(Fs/2), ‘high’);
% High-pass IIR Butterworth digital filter of order
n. [a,b] = butter(n, [FL FU]/(Fs/2 ) ); % Band-pass IIR Butterworth digital filter (order
2n) [a,b] = butter(n, [FL FU]/(Fs/2),’stop’); % Band-stop IIR Butterworth digital filter
(order 2n)
[a,b] = cheby1(n, Rp,Fc/(Fs/2) ); % IIR Chebychev type 1 low-pass digital filter (order n)

% Rp = required pass-band ripple in dB.
[a,b] = cheby2(n, Rs,Fc/(Fs/2) ); % IIR low-pass Chebychev type 2 .digital filter (order n)
% Rs = required stop-band ripple in
dB.
a = fir1(n, fc/(Fs/2)); % Get 'a' coeffs of FIR low-pass filter of order n. Cut-off is fc.
a = fir1(n, (fL, fU]/(Fs/2) ); % FIR band-pass filter design.
a = remez(n, F, M);
% FIR filter design by Remez exchange algorithm (McLellandParks)
% F & M are even order vectors which specify cut-off frequencies. Many more functions
exist.
Specifying the cut-off frequency or frequencies is a bit cumbersome in these MATLAB
design procedures. If the cut-off frequency is Fc, we must enter:
Fc/(Fs/2)
i.e. divide by ‘half the sampling frequency’.
The order n of a filter determines the number of coefficients and therefore the
computational complexity of implementing the filter. However, the higher the value of n
the better the filter. For IIR digital filters, the value of n is typically 4, 6 or 8. For FIR
digital filters n is generally much larger and can be as large as 100 or even 1024. FIR
filters generally require more arithmetic operations than IIR filters of comparable
performance. But FIR digital filters have some advantages as we shall see later in the
course.
MATLAB Demo 1: Digitally filtering speech
clear all;
%Input speech from a file:fs = 8000;
% sampling rate in Hz
IFid=fopen('operamp.pcm','rb');
Inspeech = fread(IFid, 'int16');
%Design FIR digital filter:fc = 1000;
% cut-off frequency in Hz [a
b] = fir1(20, fc/(0.5*fs) ); freqz(a,b);
%Process speech by filtering:- Outspeech
= filter(a, b, Inspeech);
% Output speech to a file
OFid=fopen('newop.pcm','wb');
fwrite(OFid, Outspeech, 'int16');

fclose('all');

The ‘telephone quality’ speech file ‘operamp.pcm’ may be downloaded
from http://www.kstio.com/dsp

Graphs produced by ‘freqz as used above.
The frequency scale is normalized to the range 0 to 1 representing 0 to Fs/2.= 4 kHz The
gain is labeled as ‘magnitude’. We can disregard the phase response for the moment.

Figure A7: Gain & phase responses produced by ‘freqz’

To listen to the filtered speech as produced by MATLAB Demo1, run the following program.
IFid=fopen('newop.pcm','rb');
speech
=
fread(IFid,'int16');
scale
=
max(abs(speech))+0.01;
SOUND(speech/scale,8000,16); fclose('all');
The effect of the low-pass filtering should be to make speech sound ‘muffled’as higher
frequencies have been filtered out.
A.9. Spectral analysis
The fast Fourier transform (FFT) is a famous algorithm for analysing sampled signals and
determining their frequency content. It can tell us how the spectral energy of a signal is
distributed in the frequency-domain. It can do this in graphical form.
Given a signal segment of say L samples stored in MATLAB array x, the command

X = fft(x)
produces an array X containing L complex numbers from which the spectral information
we need may be deduced. The magnitudes of the first L/2 samples in X are usually of
most interest and may be plotted as follows:
plot( abs( X(1:L/2) ) );
From the range of amplitudes seen in the graph thus produced we can deduce the
distribution of spectral energy over the range 0 to Fs/2.
The ‘fft’ is useful for very short ‘snap-shots of a signal where its characteristics are not
changing very much. It can be used to analyse about 20 to 30 ms of speech or music.
Over longer periods of time, the spectral distribution will be changing and we often want
to analyses this change.
FFT analysis of 200 samples of a 5Hz sine-wave sampled at 100 Hz
clear all; close
all; N=200;
Fs = 100; % sampling frequency (Hz)
for n=0:N-1
x(1+n)
=
100*cos(2*pi*5*n/Fs) ;
end;
figure(1); plot(x);
X=fft(x)/(N/2);
% Dividing by N/2 gives correct scaling for
graph. figure(2); plot(abs(X(1:N/2)),'*-');
grid on;
The plots produced are as follows. These should be labeled.

Figure A7: Sinusoidal waveform from program above.

Spectral graph from the FFT:

Figure A8: FFT magnitude graph produced by program above

Question A2: As an exercise, produce a spectral graph for the sum of two sinusoids, one
of amplitude 100 at 5 Hz and one of amplitude 50 at 10 Hz. Can you deduce the
amplitudes and frequencies from the graph?

FFT analysis of 50 ms segment of music sampled at 22.05 kHz as presented in figure 5 of
Section 1

Figure A9: Sampled time-domain wave-form

Figure A10: FFT magnitude spectrum of violin note

The frequency index goes from 0 to 550 (half the number of time-domain samples) to
represent frequencies 0 to Fs/2, i.e. 0 to 11025 Hz.

It is common to plot the FFT magnitude on a dB scale as shown below. Also the frequencyindex has been converted to Hz by multiplying by Fs/110 .

Figure A11: FFT magnitude spectrum in dB against frequency in Hz

Decimation (down-sampling)
If a signal is sampled at 44.1 kHz, the FFT gives spectrum with frequency range 0 to 22.05
kHz. You may only want to see spectrum from 0 to 2kHz. Down-sampling by a factor 10
makes Fs =4.41 kHz. The FFT then gives a spectrum in range 0 to 2.205Hz. To downsample x by factor 10:
xd = decimate(x, 10);
This creates new array xd of length 1/10 th of that of x.
FFT analysing xd rather than x gives a frequency range from 0 to 2.205 kHz rather than
22.05 kHz..
Question A3: How does ‘decimate(x,10)’ work?
Answer: Firstly, low-pass filter, with a cut off frequency Fs/20. Now the signal has, in
principle, no components above Fs/20 it can be re-sampled at Fs / 10 simply by omitting 9
samples out of every 10.
Spectrograms (sometimes called Spectrographs)
The FFT can be used to analyse Å20 to 30 ms of speech or music. Over longer periods of
time, spectral distribution will be changing & we often want to analyse this change. A related
function is
‘specgram’ which plots a whole succession of FFT spectral graphs showing how the
distribution of frequencies is changing over time. The result is a ‘spectrogram’(or
‘spectrograph’) which plots spectral distribution (using colour) against time. The redder and
brighter the colour, the higher the spectral density. The function ‘specgram’ plots not just
one, but a whole succession of fft spectral graphs.

The MATLAB program below applies ‘specgram’ to a Chinese word selected from the file:
baibai.wav. It is the first word in this file: ‘bai’ spoken with the ‘first tone’ which means
that the pitch of the voice remains constant. In order to show the variation (or lack of
variation) in the fundamental frequency of the voice over the 0.6 seconds of this Chinese
word, it is necessary to down-sample (decimate) the 44.1 kHz sampled speech by a factor of
10.
clear all; close all;
[baibai,Fs,bits] = wavread('baibai.wav'); S=size(baibai);
L=S(1); % length of stereo vector wavplay(baibai,Fs);
% Listen to the whole file (8 words)
baibaileft=baibai(1:L,1); % Extract left channel
figure(1); plot(baibaileft);
baiLD = decimate(baibaileft,10);
figure(2); plot(baiLD(600:3500)); % Plot just the 1st word
figure(3); specgram(baiLD(600:3500));
title('Spectrogram L1')

Figure A12: Spectrogram for Chinese word ‘bai’ in first tone.

Question A4: What is the fundamental frequency of the voice?
Answer: About 250 Hz, so it is likely female speech.
Question A5: Produce spectrograms for the other words in baibai.wav.
Spectrograms applied to music are the basis of MP3 compression. We can deduce which parts
of a spectrogram must be accurately represented, and which parts need not be represented by
many or any bits as they are ‘masked’ by other parts. This will be discussed later in the
course. Also we will be discussing 2-dimensional spectral analysis and filtering as applied to
images.

A.10. Solving simultaneous equations using MATLAB:
This section is not immediately needed for our course, but is useful to know about for the
future
Matrices are very useful as a means of solving simultaneous equations such as the following:
2 x1 + 3 x2 + 4 x3 = 1
3 x1 - 2 x2 + x3
= 2
4 x1 + 3 x2 - 2 x3 = 3
This set of 3 equations in 3 unknowns may be written in matrix form as A x = b with a
suitably
defined 3 by 3 matrix A and 3 by 1 column vector b. The 3 by 1 column vector x would
have its entries defined as x1, x2 and x3. We wish to find the values of x1, x2 and x3.
The equations may be solved using MATLAB as follows:A=[2 3 4
3 -2 1
4 3 -2 ] ;
b = [ 1
2
3];
x = inv(A)*B
Running this program will cause the computer to produce the output:
x = [ 0.7
0.0
-0.1]
The three elements of x are the required values of x1, x2, and x3. The “inv” function finds the
inverse of the matrix A, if it exists. The above solution is correct because A is non-singular,
(i.e. the determinant of A is non-zero).
A preferred way of writing the program above is to replace “ X = inv(A)*B ” by:
X=A\B
This is a sort of division and would be equal to B divided by A (= B/A) if A and B were
real numbers instead of matrices.

Chapter 2: Analog filtering
2.1. Introduction
A system for processing an analog signal u(t) to produce an analog output signal
v(t) is illustrated below:

It contains a digital processor, an analog-to-digital converter (ADC) to sample and digitise
the input signal and a digital-to-analog (DAC) converter to convert binary numbers from the
digital processor into voltages. The digital processor will normally control the ADC to
sample at say Fs samples per second and send output samples to the DAC, again at Fs
samples per second. The DAC produces ‘staircase’ waveforms as illustrated below which
change to a new voltage level each time a new sample is output from the digital processor.

The digital processing approach requires two analog low-pass filters to be deployed.
Analog Lowpass Filter 1 is an ‘antialiasing’ filter which removes any frequency
components above Fs/2 before the sampling process.
Analog Lowpass Filter 2 is a ‘reconstruction’ filter which smoothes the DAC output to
remove all frequency components above Fs/2.
Therefore, analog filters are still needed in the world of DSP. Also, many DSP
techniques require digital filtering based on techniques originally devised for analog
filters. This justifies spending a little time looking at analog filters.

2.2 Linearity and time-invariance
Consider a ‘black box’ with input voltage x(t) and output voltage y(t). It could be an
analog filter, but we will refer to it simply as an analog ‘system’. The box may contain
‘analog components such as resistors, capacitors, transistors and operational amplifiers.
However, its behaviour may be specified in terms of its effect on different input signals
without knowing what is inside the box. Two important properties of many analog
systems, including filters, are ‘linearity’ & ‘time-invariance’ and we now define these
terms.

Linearity: For the analog system to be classed as ‘linear’ it must satisfy both of the
following two conditions:
(1) Given any input signal x(t), if the response to x(t) is y(t), then the response to a.x(t)
must be a.y(t) for any constant a.
(2) Given any signals x1(t) and x2(t), if response to x1(t) is y1(t) and response to x2(t) is
y2(t), then the response to x1(t) + x2(t) must be y1(t) + y2(t)
Linearity (alternative definition): For a system to be classed as "linear" it must satisfy
the following one condition:
Given any x1(t) and x2(t), if x1(t) → y1(t) and x2(t) → y2(t) then it must follow that a1 x1(t) +
a2 x2(t) → a1 y1(t) + a2 y2(t) for any values of the constants a1 and a2.
Illustration of linearity:

If x1(t) ⇒ y1(t) & x2(t) ⇒ y2(t) then 3 x1(t) + 4 x2(t) ⇒ 3 y1(t) + 4 y2(t)
Time-invariance: A time-invariant system must satisfy the following condition:
Given any x(t), if x(t) → y(t) then the response to x(t- τ ) must be y(t- τ ) for any value
of the constant τ .
This means that delaying the input by ô seconds simply causes the output to be delayed by τ

seconds. (You may be surprised to learn that not all systems have this property).
A system that is both linear and time invariant is an ‘LTI system’.
Linearity means that if we express a periodic musical signal as the sum of its individual
sinusoidal components, i.e. as a Fourier series, we can calculate the response to each sinusoid
in turn and
then sum all the responses to form the final output. The response of an LTI system to a
sinusoid is much easier to determine than its response to more complicated waveforms. In
fact the response
to a sinusoid is always another sinusoid of the same frequency but maybe different amplitude
and phase. So if the input is expressed as the sum of sinusoidal components, the output will
similarly be expressed as the sum of sinusoids. This explains why sinusoids are so useful
when studying LTI systems. Remember that a sinusoid has the formula Acos(2 π ft + φ )
where A is the amplitude in volts, f is the frequency in Hz and φ is the phase in radians.
2.3. ‘System function’ for analog LTI systems:
For an LTI analog system the 'system function' (or ‘transfer function) is a way of
characterising its behaviour. It is a ratio of polynomials in s, as follows:
a0 + a1s + a2s2+ ... + aNsN
H(s) = ⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
b0 + b1s + b2s2 + … + bMsM
The polynomial coefficients a0, a1, …, aN, b0, b1, …, bM are constants which define the
behaviour of the system. For an analog filter, they fix what sort filter it is: low-pass, bandpass, etc. They also determine the cut-off frequency or frequencies. The orders N, M of the
polynomials determine how complex the system will be to implement. The designer of
analog filters must find a way of appropriately choosing the polynomial coefficients.
H(s) may be evaluated for complex values of s. A complex number will be obtained for each
complex value of s, except where the denominator is zero. Setting s = j ω where ω = 2 π f
gives H(j ω ) which will be a complex number depending on ω . Taking the modulus and
argument of this complex number is then useful because:
the modulus |H(j ω )| is gain at ω radians/second ( ω /2 π Hz)
the argument of H(j ω ) is phase-lead at ω radians/s.
2.4. Gain & phase response graphs
If the analog LTI system is a filter, its gain-response G( ω ) = |H(j ω )| where G( ω )
denotes the gain at ω radians/second i.e. at frequency f = ω /2 π Hz.
The ‘phase response’ at ω radians/second is obtained by taking the argument of H(j ω ) which
is
tan-1(imaginary part / real part) + π if real part is negative. This gives the ‘phase-lead’ at
ù and is
referred to as φ ( ω ) = Arg[H(j ω )]. Phase-responses are harder to understand than gainresponses because of the fact that arctan (tan-1) repeats at intervals of 2 π .

Typical gain and phase response graphs are illustrated below though phase-lag (- φ ( ω ))
rather than phase lead φ ( ω ) has been plotted for convenience.

Effect of the phase-response
It may be shown that when input x(t) = A cos( ω ), the output
y(t) = A . G( ω ) . cos( ω t + φ ( ω ) ).
The output is a sinusoid of the same frequency as the input.
‘Sinusoid in → sinusoid out’.
The output sinusoid is multiplied in amplitude by G( ω ) & ‘phase-shifted’ by φ ( ω ).
Example: If G( ω ) = 3 and φ ( ω ) = π /2 for all ω what is the
output? Answer: y(t) = 3.A.cos(ùt + π /2)
= 3.A.sin (ùt)
Effect of phase shift expressed as a delay.
Express
y(t) = A . G( ω ) . cos( ω t + φ ( ω ))
as A . G( ω ) . cos ( ω [t + φ ( ω )/ ω ])
= A . G( ω ) . cos( ω [t - τ ( ω )])where τ ( ω ) = - φ ( ω )/ ω
The cosine wave is effectively delayed by - φ ( ω )/ ω seconds.
- φ ( ω )/ ω is the ‘phase-delay’ in seconds
It is easier to understand ‘delay’ than ‘phase-shift’.
Linear phase:
If - φ ( ω )/ ω is constant for all values of ù, the LTI system is said to be "linear phase". The
constant is the 'phase-delay', in seconds. In this case all sinusoids will be delayed by the same
amount of time, i.e. - φ ( ω )/ ω seconds. The shape of any waveform expressed as a Fourier
series will therefore not be distorted by different harmonics being delayed by different
amounts of time (phase distortion). This is a good property to have.
Unfortunately not all LTI systems are linear phase. In fact it is impossible to have an exactly
linear phase analog filter though some analog filters are designed to have a phase response
that is approximately linear. The phase lag response for a linear phase system would be a
straight line through the origin as illustrated below:

2.5. Analog low-pass filters
The ideal specification for a 'low-pass' filter would be a "brick-wall" gain response and a
zero or linear phase response i.e.

"
$$ 1
G (ω ) = H ( jω ) = #
$ 0
$%

: ω ≤ ωc
: ω > ωc

φ (ω ) = arg ( H ( jω )) = −kω

Unfortunately this ideal specification cannot be met with complete accuracy. We therefore
need expressions for G( ω ) and φ ( ω ) which are approximations to the ideal specification
and yet correspond to the H(s) of a realisable circuit whose order is practically manageable.
It is common practice to concentrate on finding suitable expressions to approximate the
gain-response, the phase response being disregarded, at least initially. Perhaps the simplest
is the Butterworth approximation whose 'order' determines its accuracy and complexity. The
Butterworth analog low-pass gain response approximation of order n has the following
formula:

G (ω ) =

1
1+ (ω / ω c )

2n

It is straightforward to use MATLAB to plot the gain response of Butterworth type analog
low- pass filters. Let the cut-off frequency be 200 radians/second and produce plots for n=2,
4, 7:

clear all; close all;
for w = 1 : 1000
G2(w) = 1/sqrt(1+(w/200)^4);
G4(w) = 1/sqrt(1+(w/200)^8) ;
G7(w) = 1/sqrt(1+ (w/200)^14);
end;
figure(1); plot([1:1000],G2,'r',[1:1000],G4,'b--',[1:1000],G7,'k:'); grid on;
xlabel('Freq (radians/s)'); ylabel('Gain(absolute)');
legend('n=2', 'n=4', 'n=7', 'Location','Best');
Result obtained:-

2.6. Properties of Butterworth analog low-pass gain response approximation
From the formula it is clear that for any value of
n, (i) G(0) = 1
( 0 dB gain at ω =0)
(ii) G( ω ) = 1/( 2 ) ( -3dB gain at ω = ω )
c
c
These properties are illustrated by the gain response graph above. All Butterworth low-pass
filters are 3 dB down at their cut-off frequencies and the gain falls off sharply as the
frequency increases further. The rate of fall off (or ‘cut-off’) depends on the order n which
determines the complexity of the filter. The Butterworth approximation gets closer and closer
to the ideal brick wall gain response as n is made larger and larger. In practice, n is rarely
more than 8 or 10.
The ‘cut-off’ rate for an analog Butterworth type low-pass filter is best seen on a graph of dB
gain against frequency, with a log scale used for frequency (see problems). It may then be
seen that for a Butterworth filter of order n, the cut-off rate is 20 times n dB per decade or 6

times n dB per octave at frequencies ω much greater than ω c . A ‘decade’ is a multiplication
of frequency by 10 and an ‘octave’ is a multiplication of frequency by 2. So for n=4, the gain
drops by 80 dB if the frequency is multiplied by 10 or by 24 dB if frequency is doubled.
High-pass, band-pass & band-stop filters
Once H(s) has been determined for a Butterworth (or any other) low-pass gain
approximation, it may be transformed without difficulty into a high-pass, band-pass or
band-stop system function. So if we can design low-pass filters, we can also design these
other types.

The graphs above illustrate three different categories of gain-response both in ideal form and
as may be obtained by transforming H(s) for a typical Butterworth analog low-pass gain
approximation.
For each graph, there is at least one ‘pass-band’ where the gain is ideally 1 (i.e 0 dB) and at
least one stop-band where the gain is ideally 0 (i.e. - ∞ dB.). Note the gain is -3dB at all cutoff frequencies.
Band-pass and band-stop filters with ωU greater than twice 2ω L are termed ‘broad-band’,
and those with ωU ≥ 2ω L are termed narrow-band. Broad-band filters can often be realised by
combining low-pass and high-pass filters designed independently. This approach does not

work very well for narrow-band filters.
A ‘notch’ filter is a very narrow-band band-stop filter for removing a single sinusoid from a
signal without significantly affecting the magnitudes of its other frequency components.

Finally, an ‘all-pass’ filter has a gain-response whose absolute magnitude is 1 (0 dB)
at all frequencies. For such a filter it is the phase response that is of interest.
Problems
2.1. Is it true that if a system is linear & time invariant and its input is a sinusoid, its output
must be a sinusoid of the same frequency?
Solution: YES
2.2. Is it true that for all LTI systems, the output always has the same shape as the input apart
from being increased or decreased in amplitude and possibly delayed?

Answer: No. This is a popular misconception. A system with this property would be linear
and time-invariant, but LTI systems can change the shapes of signals, for example by
smoothing sharp corners.
2.3 Extend the MATLAB program given earlier to produce graphs with the gain in dB.
DG2=20*log10(G2);
DG4=20*log10(G4);
DG7=20*log10(G7);
figure(2);
plot([1:1000],DG2,'r',[1:1000],DG4,'b--',[1:1000],DG7,'k:');
xlabel( 'Freq (radians/s)');
ylabel('Gain (dB)'); grid on;
legend('n=2', 'n=4', 'n=7', 'Location','Best');
2.3 Further extend the MATLAB program given earlier to produce graphs with the gain in dB
and the frequency on a log scale.

figure(3); semilogx([1:1000],DG2,'r',[1:1000],DG4,'b--',[1:1000],DG7,'k:');
xlabel( 'Freq (radians/s)'); ylabel('Gain (dB)'); grid on;
legend('n=2', 'n=4', 'n=7', 'Location','Best');
2.4. An LTI analog circuit has the system function: H(s) = 1 / (1 + s)
Give formulae for its gain and phase responses. Calculate its phase delay at ω = 1.
2.5. How could you realize a band-pass filter with cut-off frequencies 300 Hz and 3000 Hz by
combining a low-pass and a high-pass Butterworth filter.
Answer: Combine a 300 Hz cut-off high-pass filter with a 3000 Hz cut-off low-pass filter.
2.6. Could you design a 4th order Butterworth low-pass filter by cascading two 2nd order
Butterworth low-pass filters (i.e. connecting the output from the first to the input of the
second)? Answer: No. You would get a reasonable 4th order low-pass filter but it would not
be a true Butterworth type as its gain would be (1/ 2 ) times (1/ 2 ) i.e. 0.5 (or -6 dB) at
its cut off
frequency. A true 4th order Butterworth filter would only be -3dB down at ω c .
2.7. A Butterworth low-pass filter has a cut-off frequency of 1 kHz and is required to attenuate
any signal components above 4 kHz by at least 45 dB. What order is required?
Answer: 6n dB per octave with 2 octaves gives 12n > 45, i.e. order n = 4.
2.8. Before being sampled at 8kHz an analog speech signal is passed through a Butterworth
type analog antialiasing filter with ‘3 dB’ cut-off frequency at 3000 Hz. It is required that any
frequency component above 4000 Hz be attenuated (reduced in amplitude) by at least 18 dB.
What order is required?
Answer: must have 20 n log10(4000/3000) > 18 so 20 n. 0.125 >18, therefore n = 8 will do.

Chapter 3: Discrete-time LTI systems
3.1. Introduction
A discrete time system as shown in Figure 3.1 takes a discrete time input signal, i.e. a
sequence of samples {x[n] }, and produces a discrete time output signal { y[n] }.

Figure 3.1

Such a system could be implemented using a general purpose computer, a
microcomputer or a dedicated piece of digital hardware which is capable of carrying out
arithmetic operations on the samples of {x[n]} and {y[n]}. Remember, from Section 1,
that {x[n]} is a sequence whose value at time t=nT is x[n]. Similarly for {y[n]}. T is the
sampling interval in seconds and therefore 1/T is the equal to the sampling frequency, Fs, in
Hz. By this notation, {x[n-N] } is a sequence whose value at t=nT is x[n-N]. Therefore,
{x[n-N]} is the original sequence { x[n] } with every sample delayed by N sampling
intervals. Many different types of discrete time system can be considered, for example:
(i) A discrete time ‘amplifier’ whose output y[n] at time t=nT is some constant, A, times
the input x[n]. This system is described by the ‘difference equation’: y[n] = A x[n]. It is
represented in diagram form by the ‘signal flow graph’ in Figure 3.2.

Figure 3.2

(ii) A processing system whose output at time t=nT is calculated by weighting and summing
present and previous input samples as described by the ‘non-recursive difference equation’:
y[n] = A 1 x[n] + A 2 x[n-1] + A 3 x[n-2] + A 4 x[n-3] + A 5 x[n-4]
A signal flow graph for this difference equation is shown in Figure 3.3.
The boxes
marked ‘z -1’ produce a delay of one sampling interval so that if the input to a ‘z -1’ box is
x[n], the output will be x[n-1], and if the input to a ‘ z -1’ box is x[n-1] the output is x[n-2].
The reason for the ‘ z -1’ notation will be explained later.

Figure 3.3

(iii) A system whose output y[n] at t=nT is calculated according to the following ‘recursive’
difference equation: y[n] = A 0 x[n] − B 1 y[n-1] whose signal flow graph is given in
Figure 3.4. The term ‘recursive’ means that previous values of y[n] as well as present and
previous values of x[n] are used to calculate the output y[n].

Figure 3.4

(iv) A system whose output at t=nT is: y[n] = (x[n]) 2 as represented in Figure 3.5.

Figure 3.5

3.2. Linear time-invariant (LTI) Systems
To be classified as LTI, a discrete-time system must have the following two
properties:
(i) Linearity (Superposition): Given any two discrete time signals {x1 [n]} and {x2 [n]},
if the system's response to {x1 [n]} is denoted by {y1 [n]} and its response to {x2 [n]} is
denoted by {y2[n]} then for any values of the constants k1 and k2,
its response to k1{x 1[n]} + k 2{x 2[n]} must be k 1{y1[n]} + k 2 {y 2 [n]} .
To multiply a sequence by a constant, multiply each element by the constant, i.e. k{x[n]} =
{kx[n]}. To add two sequences together, add corresponding samples, i.e. {x[n]} + {y[n]} =
{x[n] + y[n]}.)
(ii) Time-invariance (sometimes called ‘shift’ invariance): Given any discrete time signal
{x[n]}, if the system's response to {x[n]} is {y[n]}, its response to {x[n-N]} must be
{y[n-N]} for any value of N. This means that delaying the input signal by N samples must
produce a corresponding delay of N samples in the output signal.
It may be shown that Examples (i), (ii) and (iii) in Section 3.1 are LTI (subject to
reasonable assumptions about starting points) whereas (iv) is not LTI.
3.3. Impulse-response
It is useful to consider the response of LTI systems to a special discrete time signal
referred to a ‘discrete time unit impulse’, or, in short, an ‘impulse’.
This signal is
denoted by {d[n]} and is illustrated in Figure 3.6. Each sample of the sequence is
defined by:

"
$ 1
d [n] = #
$ 0
%

: n=0
: n≠0

Figure 3.6

Figure 3.7

The sequence {d[n-N ]} is clearly a delayed impulse where the only non-zero sample
occurs at n=N
rather than at n=0 as illustrated with N=4 in Figure 3.7. The system's output when
the input is
{d[n] } is referred to as the impulse-response of the system. It may be shown that if
the impulse response of an LTI system is known, its response to any other input signal may
be deduced. We shall normally refer to the impulse-response as {h[n]}.
3.4. Implementing signal flow graphs as computer programs
Consider a discrete time system which implements the signal-flow graph in Figure 3.3
with A1, A2, A3, A4 and A5 set to specific constants. The required system could be
realised by a microcomputer running a program with the flow diagram below. A highlevel language implementation would be of the form listed alongside.
clear all;
A1=1; A2=2; A3=3; A4=-4;
A5=5; X2=0; X3=0; X4=0;
X5=0;
while 1=1
X1 = input( 'X1 = ');
Y= A1*X1 + A2*X2 + A3*X3
+ A4*X4 + A5*X5 ;
disp([' Y = ' num2str(Y)]);
X5 = X4 ; X4 = X3;
X3 = X2 ; X2 =X1; end;

Here is another version using MATLAB arrays. This version can be easily extended to a
higher order with say 500 coefficients rather than just five.
A = [1
2 3 -4 5 ]’ ;
x = [0
0 0 0 0 ]’ ;
while
1
x(1) = input( 'x(1) = ');
Y=A(1)*x(1);
for k = 2 : 5
Y = Y + A(k)*x(k);
end;
disp(['Y = ' num2str(Y)]);
for k=5:-1:2
x(k) = x(k-1);
end;
end;
An even more efficient version is the following program which is in a form ready to be
translated to DSP assembly language.
A = [1
2 3 -4 5 ]’ ;
x = [0
0 0 0 0 ]’ ;
while 1
x(1) = input( 'x(1) = ');
Y = A(1)*x(1);
for k =
5 : -1: 2
Y = Y + A(k)*x(k);
x(k) = x(k-1);
end;
disp(['Y
end;

=

'

num2str(Y)])

Comments on the programs
The statements at the heart of the non-recursive difference equation implementation above
are:
Y = Y + A(k)*x(k);
x(k) = x(k-1);
In a DSP microprocessor, there will be a single instruction to do all this in one clock
cycle. It is refered to as a MAC (‘multiply-accumulate’) instruction.
In MATLAB, the ‘while 1’ statement initiates an infinite loop. It could be written ‘while
1=1’ which causes the program to remain in the loop for ever or until interrupted by the
operator pressing the CONTROL and ‘C’ keys together.
Either of the following prints out value of Y:
disp(['Y = ' num2str(Y)]);
disp(sprintf(‘Y=%d’,
Y));
Statement A = [1 2 3 -4 5]’ makes A a column vector (not a row). Note the straight
quote mark ′ which often appears differently in these notes. It’s the one normally
underneath the @ key.
Use of ‘filter’ for a non-recursive diffeence equation
We could use the MATLAB function ‘filter’ to implement a non-recusive signal-flowgraph. The following statements may be executed to produce its impulse-response
clear all;
x=[0 1 0 0 0 0 0 0 0 0]'; a = [1 2 3 -4 5]';
y=filter(a,1,x);
y
Remember that just typing ‘y’ (without a semicolon) displays the array on the computer
screen.
MATLAB programs for a recursive difference equation:
The MATLAB program below implements the signal-flow-graph in Figure 3.4 with A0=4 and
B1=0.5.
clear
all;
Y2=0;
while
1
X1 = input( 'X1 = '); Y1= 4*X1 - 0.5*Y2 ;
Y2 = Y1; % for next time round disp([' Y1 = ' num2str(Y)]);
end;
The use of ‘filter’ for the same recursive difference equation is illustrated below. The
definition of vector B will be given later.

A=[4]; B = [1 0.5]
y=filter(A,B,x) ;
The impulse-response for the non-recursive difference equation implemented above may be
deduced by running one of the programs and entering the following sequence of values for X1
on the keyboard, or reading them from an array: 0, 0, 0, 1, 0, 0, 0, 0, ... The sequence of
output samples displayed on the screen will be: 0, 0, 0, A1, A2, A3, A4, A5, 0, 0, ...
Note that the output must be zero until the input becomes equal to 1 (at n=0), and that only
five non- zero output samples are observed. Expressed as an infinite sequence, the
impulse response is: {...,0,...,0, A1, A2, A3, A4, A5, 0, 0, ... ,0,...} where the sample at
n=0 is underlined. This is said to be a ‘finite impulse-response’ as only a finite number of
samples are non-zero.
For the recursive difference equation, the first few terms of the impulse-response may be
obtained by entering 0,0, 1, 0,0,0,0, … and observing the output displayed.
But the
impulse-response will most likely not be finite, so we could go on for ever doing this and
observing a non-zero output. For simple filters, once we have seen the first few samples of
the infinite impulse-response we can often see a trend and predict how the sequence is going
to continue.
Where a computer is not available, an impulse response can be obtained by tabulation (see
below). Exercise 3.1: Calculate the impulse-response for the following non-recursive
difference equation:
y[n] = x[n] + 2 x[n-1] + 3 x[n-2] - 4 x[n-3] + 5 x[n-4]
Solution: If a computer is not available we may use a tabulation method as follows
n
0
1
2
3
4
5

x[n]
1
0
0
0
0
0

x[n-1]
0
1
0
0
0
0

x[n-2]
0
0
1
0
0
0

x[n-3]
0
0
0
1
0
0

x[n-4]
0
0
0
0
1
0

y[n]
1
2
3
-4
5
0

:

:

:

:

:

:

:

Solution for is:- {.. 0, .., 0, 1, 2, 3, -4, 5, 0, .., 0, ...}
The impulse-responses for recursive difference equations can also be investigated by
tabulation as in the following examples.
Exercise 3.2: Give a signal-flow-graph for each of the following recursive difference
equations and calculate its impulse-response by tabulation
(i) y[n] = 4 x[n] - 0.5 y[n-1] (ii) y[n] = 4x[n] – 2y[n-1]

Solution
(i) The signal flow graph as in figure 3.4 with appropriate values of the multiplier constants.
Now tabulate the reponse of difference equation: y[n] = 4 x[n] - 0.5 y[n-1] to an impulse:
n
0
1
2
3
4
5
:

x[n]
1
0
0
0
0
0
:

y[n-1]
0
4
-2
1
0.5
0.25
:

y[n]
4
-2
1
-0.5
0.25
-0.125
:

Solution for (i) is: {.., 0, .., 0, 4, -2, 1, -0.5, 0.25, -0.125, ...}. This is an ‘infinite impulse
response’ which means that it goes on for ever. It is getting closer and closer to zero as n
gets larger, though it never actually gets to zero.
(ii) Now consider difference equation: y[n] = 4 x[n] - 2 y[n-1]
n
0
1
2
3
4
5
:

x[n]
1
0
0
0
0
0
:

y[n-1]
0
4
-8
16
-32
64
:

y[n]
4
-8
16
-32
64
128
:

Impulse response is {.., 0, .., 0, 8, 16, -32, 64, 128, ...}. This is also an infinite impulseresonse. But it is not getting closer to zero as n increases. In fact it is getting larger as n
increases.
Exercise 3.3: Give a signal-flow-graph for the following recursive difference equations and
calculate its impulse-response by tabulation
y[n] = x[n] – 2 x[n-2] +y[n-2]
Solution:

n
-1
0
1
2
3
4
5
6
:

x[n]
0
1
0
0
0
0
0
0
:

x[n-1]
0
0
1
0
0
0
0
0
:

x[n-2]
0
0
0
1
0
0
0
0
:

y[n]
0
1
0
-1
0
-1
0
-1
:

y[n-1]
0
0
1
0
-1
0
-1
0
:

y[n-2]
0
0
0
1
0
-1
0
-1
:

Impulse-response is: { ..., 0, 1, 0, -1, 0, -1, 0, -1, 0, -1, 0, -1, …….. }
This is also an infinite impuse-response. It does not die away, or get bigger either. The
sequence ‘0, -1, 0, -1’ goes on forever.
3.5. Digital filters
The term ‘digital filter’ may be applied to any digitally implemented LTI discrete time
system whose behaviour is governed by a difference equation of finite order. For example:
(i)
y[n] = x[n] + 2 x[n-1] + 3 x[n-2] - 4 x[n-3] + 5 x[n-4]
(ii)
y[n] = 4 x[n] - 0.5 y[n-1]
The first of these difference equations is ‘non-recursive’ and produces a finite impulseresponse (FIR).
The second difference equation is ‘recursive’ as previous values of the output y[n] are fed
back into the right hand side of the difference equation. It has ‘feedback’ or ‘recursion’. As
we have seen, the impulse-response of a recursive difference equation can have an infinite
number of non-zero terms in which case it is said to be an infinite impulse-response (IIR).
Use of ‘filter’ for recursive and non-recursive difference
equation
y = filter(A, B, x) filters signal in array x to create
array y. For FIR example (i), A = [ 1 2 3 -4 5 ] &
B = [1].
For IIR example (ii), A = [4], B = [1 0.5]
Consider a third IIR example:
y[n] = 2x[n] + 3x[n-1] + 4x[n-2] -0.5 y[n-1] - 0.25 y[n-2]
In this case set A = [2 3 4] and B = [1 0.5 0.25].
To understand why vectors A and B are defined in this way, we need to know that a digital
filter with difference-equation:
y[n] = a0 x[n] + a1 x[n − 1] + a2 x[n − 2] + ... + a N x[n − N ]
− b1 y[n − 1] − b2 y[n − 2] − ... − bM y[n − M ]
may be represented by the following ‘system function’:

a0 + a1z −1 + a2 z −2 +!+ aN z − N
H ( z) =
b0 + b1z −1 + b2 z −2 +!+ bM z −M
with b0 = 1.
Note the signs of the terms in the denominator.
When calling ‘filter’, vector A must contain [a0 a1 ... aN] and B contains [b0, b1, ..., bM] .
The reasons for this definition and more details will be given later in course. Howevever, for
now, the function ‘filter’ can be used without knowing exactly why H(z) is defined in this
way.
3.6. Discrete time convolution:
If the impulse-response of an LTI discrete time system is {h[n]} , it may be shown that the
response to any input signal { x[n] } is an output signal { y[n] } whose samples are
given by the following
‘convolution’ formula:
∞

y [n] =

∑ h [m]x [n − m]
m=−∞

An entirely equivalent convolution formula is:
∞

y [n] =

∑ x [k ]h [n − k ]
k=−∞

Clearly, if we know the impulse-response {h[n]} we can produce the response to any
other input sequence, from either of these formulae.
Proof of convolution and a graphical illustration is given in
Appendix

3A.

As

an

example,

calculate

the

response

of a system with impulse-response:
{h[n]} = { ..., 0,..., 0, 1, 2, 3, -4, 5, 0, .....0, .... }
to the input signal: {x[n]} = { ... 0, ... , 0 , 1, 2, 3, 0, ..., 0, ....}
By convolution,
∞

y [n] =

∑ h [n]x [n − m]
m=−∞

4

= ∑ h [ n ]x [ n − m ]
m=0

= x [ n ] + 2x [ n −1] + 3x [ n − 2 ] + 4x [ n − 3] + 5x [ n − 4]

since h[0]=1, h[1]=2, h[2]=3, h[3]= -4, h[4]=5 and all other samples of {h[n]} are
zero.
This formula is not too surprising. It is the difference equation for an LTI system
whose impulse-response is {.., 0, .., 0, 1, 2, 3, -4, 5, 0, .., 0, ..}. The computer program
discussed earlier implements this difference equation, and we could complete the example
by running it, entering {0, 1, 2, 3, 0, 0, 0, 0, 0, ….} for the input sequence {x[n]} , and

observing the output sequence. Alternatively, we could complete the example by tabulation
as follows:
n
:
-1
0
1
2
3
4
5
6
7
:

x[n]
:
0
1
2
3
0
0
0
0
0
:

x[n-1]
:
0
0
1
2
3
0
0
0
0
:

x[n-2]
:
0
0
0
1
2
3
0
0
0
:

x[n-3]
:
0
0
0
0
1
2
3
0
0
:

x[n-4]
:
0
0
0
0
0
1
2
3
0
:

y[n]
:
0
1
4
10
8
6
-2
15
0
:

∴{y[n]} = { .... 0, ....., 0, 1, 4, 10, 8, 6, -2, 15, 0, ...., 0, ....}
3.7. Stability:
An LTI system is ‘stable’ if its impulse-response {h[n]} satisfies :
∞

∑ h [n]

is finite

n=−∞

This means that {h[n]} must be either a finite impulse response or an impulse-response
whose samples decay towards zero as n tends to infinity.
3.8. Causality:
Any practical LTI system operating in real time must be ‘causal’ which means that its
impulse response {h[n]} must satisfy h[n] = 0 for n < 0. A non-causal system would need
a ‘crystal ball’ to predict the future.
Illustrations of stability & causality

3.9. Relative Frequency:
Digital filters are often studied in terms of their effect on sampled sinusoids of different
frequencies. A discrete time sinusoid may be obtained by sampling a continuous time
sinusoid, A cos(ωt + θ) say, which has amplitude A, frequency ω radians/second and
phase lead θ radians. If the sampling period is T seconds, the resulting discrete time
signal is {x[n]} with:
x[n] = A cos(ωTn + θ )
= A cos(Ωn + θ )
where Ω replaces ωT and is referred to as the ‘relative frequency’ of the sampled
sinusoid. The units of Ω are 'radians per sampling interval' or ‘radians per sample’ for
short. To convert Ω back to true frequency (in radians/second), simply multiply by
1/T. Note that 1/T is equal to the sampling frequency, F S, in samples/second (Hz)
Remember: ‘ radians / sample ’ times ‘ samples / second ’ = ‘ radians / second ’.
Since discrete time systems are normally restricted to processing analog signals in the
range 0 to FS /2 = 1/(2T) , it is normally sufficient to restrict attention to values of
Ω in the range 0 to π. The table below gives a number of different values of Ω and
the
corresponding
true
frequency
in
Hert
Ω
RADIANS/SAMPLE
0
π/6
π/4
π/3
π/2
2π/3
π

TRUE
(HERTZ)

FREQUENCY
0
FS/1
2FS/8
FS/6
FS/4
FS/3
FS/2

3.10. Relative frequency response
It is useful to analyse the response of a digital filter to a sampled sinusoid:
x[n] = Acos(Ωn + θ)
To begin with, set A=1, θ=0 and remember de Moivre’s Theorem:
ejΩn = cos(Ωn) + j sin(Ωn)
It is easier to calculate the response of the filter to the complex signal x[n] = ejΩn than to
cos(Ωn) directly.
If the sequence {ejΩn} could be applied to a system with impulse response {h[n]}, the output
would be, by the first convolution formula given earlier, a sequence {y[n]} with:
∞

y [n] =

∑ h [m]e

jΩ( n−m)

m=−∞
− jΩm

= H ( e jΩ ) e jΩn

− jΩn

(DTFT)

∑ h [m]e
m=−∞

where H ( e jΩ ) =

∞

∑ h [m]e
m=−∞

∑ h [m]e

jΩn − jΩm

e

m=−∞

∞

= e jΩn

∞

=

∞
− jΩm

=

∑ h [n]e
n=−∞

H(ejΩ) is the ‘relative frequency response’ of the system and is simply a complex number
for any value of Ω. It is the ‘discrete time Fourier transform’ (DTFT ) of the sequence { h[n]
}. It is similar to the analog Fourier transform as used for continuous or analog signals.
We have shown that if {e j Ω n} is the input to an LTI system with impulse response {h[n]}, the
output will be the same sequence with each element multiplied by H(e j Ω).
3.11. Gain and phase responses:
Expressing H(ejΩ) in polar form
as:
H(ej Ω) =G (Ω) ej φ(Ω)
G(Ω) is the ‘gain’ of the discrete time system and φ(Ω) is the ‘phase’. Both these
quantities vary with Ω. It may be shown that if the input to the system is a sinusoidal
sequence {A.cos(Ωn)}, the output will be:
{ G(Ω) A cos(Ωn + φ(Ω)) }
This is because cos(Ωn) = Real part of {ejΩn} and when the input is ejΩn , the output is H(ejΩ) ejΩn
So when the input is the real part of of {ejΩn} the output must be the real part of H(ejΩ) ejΩn.
Now H( ejΩ ) ejΩn = G(Ω)ejφ(Ω)ejΩn = G(Ω)ej[φ(Ω)+Ωn]
= G(Ω) ( cos[φ(Ω)+Ωn] + j sin[φ(Ω)+Ωn] )
So the real part of H(ejΩ) ejΩn is G(Ω) cos[φ(Ω)+Ωn] as required.

Therefore, when the input is a sampled sinusoid of relative frequency Ω, the output is a sinusoid
of the same relative frequency Ω, but with amplitude scaled by G(Ω) and phase increased
by φ(Ω). This means that φ(Ω) is a phase lead.
Now write:
G(Ω)A cos(Ωn + φ(Ω)) = G(Ω)A cos( Ω[ n + φ(Ω)/Ω ] )
= G(Ω)A cos( Ω[n − k(Ω)] ) where k(Ω) = −φ(Ω)/Ω.
Replacing n by n − ( −φ(Ω) / Ω ) delays any signal {x[n]} by ( −φ(Ω) / Ω ) sampling
intervals. Therefore, increasing the phase of a sinusoid by φ(Ω) effectively delays it by k(Ω)
sampling intervals where k(Ω)= −φ(Ω)/Ω.
It is common practice to plot graphs of G(Ω) and φ(Ω) against Ω and refer to these graphs
as gain and phase responses. G(Ω) is often converted to decibels ( dB.) by calculating 20
log10( G(Ω) ). It is normally satisfactory to restrict Ω to lie in the range 0 to π and to adopt a
linear horizontal scale.
Example 3.4: Calculate the gain and phase responses of an FIR digital filter with signal-flowgraph as in Figure 3.3 where A1 = 1, A2 = 2, A3 = 3, A4 = -4, A5 = 5 .
Solution: As we have seen, the impulse-response is: {.., 0, .., 0, 1, 2, 3, -4, 5 ,0, .., 0,..}. By
the DTFT formula established above,
H( e j Ω ) = 1 + 2e- j Ω + 3e-2 j Ω - 4e -3jΩ + 5e- 4jΩ
To obtain the gain and phase at any given value of Ω we must evaluate this expression, then
take the modulus and phase of the resulting complex number. This is best done by computer,
either by writing and running a simple program, running a standard package or using a
‘spread-sheet’ such as
‘Microsoft Excel’. Another way is to log into MATLAB and
type:
freqz ( [ 1 2 3 -4 5 ] );
This produces the following graphs of the gain and phase responses for H(ejΩ) with a frequency
scale normalised to half the sampling frequency; i.e. the scale is labelled 0 to 1 instead of 0 to
π.

Figure 3.9

3.12

In Section 4, we will see how to calculate the coefficients (A0, A1, A2, etc. ) of an FIR
filter to achieve a particular type of gain and phase response.
To calculate the gain and phase responses for the digital IIR filter whose signal-flow
graph is given in Figure 3.4 would be difficult (though not impossible) by the method
used above because the impulse response has an infinite number of non-zero terms.
We shall discover a much easier method in a later section.
3.12. Linear phase response:
If −φ(Ω)/Ω remains constant for all values of Ω, i.e. if −φ(Ω) = kΩ for some constant
k, the system is said to have a linear phase response. A phase-response graph of
−φ(Ω) against Ω on a linear scale would then be a straight line with slope k where
k is the ‘phase-delay’ i.e. the delay measured in sampling intervals (this need not be
an integer). Linear phase systems are of special interest since all sinusoidal inputs
will be delayed by the same number of sampling intervals. An input signal
expressed as a Fourier series, for example, will have all its sinusoidal components
delayed by the same amount of time, and therefore, in the absence of amplitude
changes, the output signal will be an exact replica of the input.
It is important to
realise that LTI systems are not necessarily linear phase. However, it will be seen
that a certain class of digital filter can be made linear phase.
Illustrations of gain & phase response graphs

Fig 3.10a: Not linear phase

Fig 3.10b: Linear-phase’ as -φ(Ω)/Ω is constant

3.13. Inverse DTFT:
The frequency-response H(ej Ω) was defined as the DTFT of {h[n]}.
We now
quote an inverse formula which allows {h[n]} to be deduced from a given frequencyresponse:
h [n] =

1
2π

∫

π
−π

H ( e jΩ )e jΩn dΩ :-∞ < n < ∞

Notes on inverse DTFT:
1. This formula requires H(ejΩ) to be known for Ω in range -π to π.
Negative frequencies are included, but this is not a problem because when { h[n] } is real,
H(e-jΩ) = H*(ejΩ) where * denotes complex conjugate.
2. There are similarities between this formula and the inverse analog
Fourier transform:
(i) the (1/2π) factor,
(ii) the sign of jΩn (n replaces t) which is “+” for the inverse DTFT
and was “-” for the DTFT.
(iii) the variable of integration (dΩ)
3. The range of integration is -π to π rather than -∞ to ∞. (π corresponds to half the sampling
frequency).
4. With the DTFT, the forward transform is a summation and the inverse transform is an
integral. This is because {h[n]} is a sequence whereas H(ejΩ) is a function of the continuous
variable Ω.
3.14 Problems:
3.1.Why is y[n]=(x[n]) 2 not LTI.
3.2. A digital LTI system has impulse-response { .. 0, .. , 0, 1, -1, 0, .. 0, .. }.
Calculate its response to {x[n]} = { .... 0, .., 0, 1, 2, 3, 4, 0, .., 0, ... }.
3.3. Produce a signal flow graph for each of the following difference equations:
(i) y[n] = x[n] + x[n-1]
(ii) y[n] = x[n] - y[n-1]
(iii) y[n] = 2x[n] +3x[n-1] +2x[n-2] - 0.5 y[n-1] -0.25 y[n-2]
3.4. For difference equations (i) & (ii) in question 3.3, determine the impulse-response, and
deduce whether the discrete time system it represents is stable and/or causal.
3.5. Calculate, by tabulation, the output from difference equation (ii) in question 3.3 when the
input is the impulse-response of difference equation (i).
3.6. If the sampling frequency is 8000 Hz, what true frequency corresponds to a
relative frequency of π/5 radians per sampling interval?
3.7. Calculate and sketch the gain and phase response of the system referred to in question 3.2.
(You don't need a computer program for this one.) Is it a linear phase system?
3.8. Calculate the impulse-response for y[n] = 4x[n] - 2y[n-1]. Is it stable?
3.9. Show that input {cos(Ωn)} produces an output {G(Ω)cos(Ωn+φ(Ω))}.
3.10. For y[n]=x[n]+2x[n-1]+3x[n-2]+2x[n-3]+x[n-4], sketch the phase-response and
comment on its significance. Show that φ(Ω) = -2Ω.
Appendix A3: Proof of discrete time convolution formulate:
We use only the definitions of linearity, time-invariance and the concept of an impulseresponse. Since d[n-m] is non-zero only at n = m, it follows that given any sequence {x[n]},
∞

x [n] =

∑ x [m]d [n − m]
m=−∞

and therefore:
∞

{ x [n]} =

∑ x [m]{d [n − m]}
m=−∞

The sequence {x[n]} has thus been expressed as the sum of an infinite number of delayed
impulses,
{d[n-m]}, each multiplied by a single element, x[m], of the sequence. There is a nice
graphical representation of this (see Section 3.17). If {h[n]} is the system's impulse
response, the response to
{d[n-m]} is {h[n-m]} for any value of a constant m. Therefore, the response to {x[n]} as
given by the formula above is the sequence:
∞

{ y [n]} = ∑ x [ m] {h [n − m]}
m=−∞

and each element of this sequence is:
∞

y [n] =

∑ x [m]h [n − m]
m=−∞

which is the first discrete time convolution formula required. Replacing n-m by k gives the
alternative formula. Study the graphical explanation of this proof below:.
{h[n]} = { ..., 0, ..., 0, 1, 2, 1, 2, 0, ..., 0, ,,,}
{x[n]} = { ..., 0, ..., 0, 1, 2, 3, 0, 0, ..., 0, ...}

Express:
{x[n]} = {d[n]} + 2 {d[n-1]} + 3 {d[n-2]}
Response is:
{y[n]} = {h[n]} + 2 {h[n-1} + 3 {h[n-2]}

Chapter 4: Design of FIR digital filters
4.1. Introduction
An FIR digital filter of order M may be implemented by programming the signal-flow-graph
shown below. Its difference equation is:
y[n] = a0x[n] + a1x[n-1] + a2x[n-2] + ... + aMx[n-M]
x[n]

..
.

z-1

z-1

a0

z-1

z-1
aM

aM-1

a1

y[n]
Figure 4.1

Its impulse-response is {..., 0, ..., a0, a1, a2,..., aM, 0, ...} and its frequency-response is the DTFT
of the impulse-response, i.e.
M

∞
jΩ

H (e )

∑ h[n]e

=

− jΩn

∑a e

=

− jΩn

n

n=−∞

n=0

j
Now consider the problem of choosing the multiplier coefficients. a0, a1,..., aM such that H( e )
Ω

is close to some desired or target frequency-response Hʹ(ej ) say. The inverse DTFT of H’(ejΩ)
gives the required impulse-response :
Ω

hʹ[n] =

1
2π

π

∫ π H ʹ(e
−

jΩ

)e jΩn dΩ

The methodology is to use the inverse DTFT to get an impulse-response {hʹ[n]} & then realise
some approximation to it Note that the DTFT formula is an integral, it has complex numbers and
the range of integration is from -π to π, so it involves negative frequencies.
Reminders about integration

(1) If x(t ) = e at

∴

π

∫ π x(t )dt
−

=

then

π

∫ πe
−

(2) For any x(t),

dx
= ae at
dt
π

at

dt
b

1 aπ
⎡1 ⎤
= ⎢ eat ⎥ =
e − e− aπ
a
⎣ a ⎦ −π

∫ x(t )dt
a

[

is area under curve

]

(Have +ve & −ve areas)
t
a

b

Reminder about complex numbers:
Let x = a + j.b,

j = √[-1]

Modulus: |x| = √[a2 + b2]

Arg(x)=tan-1(b/a) + {π.sign(b) if a < 0}
= tan2(b,a) = angle(a + j.b)

: range -π to π

Polar: x = Rejφ where R = |x| & φ = Arg(x)
De Moivre: ejφ = cos(φ) + j.sin(φ) , e-jφ = cos(φ) - j.sin(φ)
∴ ejφ + e-jφ = 2cos(φ)

& ejφ - e-jφ = 2 j.sin(φ)

Complex conjugate: x* = a - j.b = Re-jφ.

What about the negative frequencies?
Examine the DTFT formula for H(ejΩ).

H (e jΩ ) =

∞

∑ h[n]e− jΩn

n = −∞

∞

∴ H (e − jΩ ) =

∑ h[n]e

jΩn

n = −∞

If h[n] real then h[n]ejΩ is complex-conjugate of h[n]e-jΩ. Adding up terms gives H(e-jΩ ) as
complex conj of H(ejΩ).
G(Ω) = G(-Ω) since G(Ω) = |H(ejΩ)| & G(-Ω) = H(e-jΩ)|
(Mod of a complex no. is Mod of its complex conj.)
Because of the range of integration (-π to π) of the DTFT formula, it is common to plot graphs of
G(Ω) and φ(Ω) over the frequency range -π to π rather than 0 to π. As G(Ω) = G(-Ω) for a real
filter the gain-response will always be symmetric about Ω=0

4.2. Design of an FIR low-pass digital filter
Assume we require a low-pass filter whose gain-response approximates the ideal 'brick-wall'
gain-response in Figure 4.2.
Gʹ(Ω)
1

Ω
-π

π/
π
3
If we take the phase-response φʹ(Ω) to be zero for all Ω, the required frequency-response is:Figure 4.2

−π/3

0

⎧1
H ʹ(e jΩ ) = Gʹ(Ω)e jφ ( Ω) = ⎨
⎩0

:

Ω ≤ π /3

: π/3 < Ω < π

and by the inverse DTFT,

hʹ[n] =

1
2π

1/ 3
⎧
1e jΩn dΩ = ⎨
⎩(1 / nπ ) sin( nπ / 3)

π /3

∫π

− /3

: n=0
: n≠0

= (1/3)sinc(n/3) for all n.

⎧ sin(πx)
⎪
where sinc( x) = ⎨ πx : x ≠ 0
⎪⎩ 1 : x = 0
A graph of sinc(x) against x is shown below:
1

sinc(x)

Main ‘lobe’
‘Ripples’

x
4

-3

-2

1

1

2

3

‘Zero-crossings’ at x =±1, ±2, ±3, etc.
Figure 4.3a

The ideal impulse-response {hʹ[n]} with each sample hʹ[n] = (1/3)sinc(n/3) is therefore as
follows:

1/3

hʹ[n]

n
-12

-9

-6

-3

3

6

9

Figure 4.3b Ideal impulse response for low-pass filter cut-off p/3

Reading from the graph, or evaluating the formula, we get:
{hʹ[n]} = { ..., -0.055, -0.07, 0, 0.14, 0.28, 0.33, 0.28, 0.14, 0, -0.07, -0.055, ... }
A digital filter with this impulse-response would have exactly the ideal frequency-response we
applied to the inverse-DTFT i.e. a ‘brick-wall’ low-pass gain response & phase = 0 for all Ω.
But {hʹ[n]} has non-zero samples extending from n = -∞ to ∞, It is not a finite impulseresponse. It is also not causal since hʹ[n] is not zero for all n < 0. It is therefore not realisable in
practice.
To produce a realisable impulse-response of even order M:

−M
M
⎧
⎪ hʹ[n] :
≤ n ≤
(1) Set h[n] = ⎨
2
2
⎪⎩ 0
:
otherwise
(2) Delay resulting sequence by M/2 samples to ensure that the first non-zero sample occurs at n
= 0.

The resulting causal impulse response may be realised by setting an = h[n] for n=0,1,2,...,M.
Taking M=4, for example, the finite impulse response obtained for the π/3 cut-off low-pass
specification is :
{..,0,..,0, 0.14, 0.28, 0.33 , 0.28 , 0.14 , 0 ,..,0,..}

The resulting FIR filter is as shown in Figure 4.1 with a0=0.14, a1=0.28, a2=0.33, a3=0.28,
a4=0.14. ( Note: a 4th order FIR filter has 4 delays & 5 multiplier coefficients ).
The gain & phase responses of this FIR filter are sketched below.
d
B
0
1
0
2
0
3
0

G(Ω
}
-6 dB

−φ(
Ω)

Ω
Ω
π/3

−
π

π

π/3

π

Figure 4.4

Clearly, the effect of the truncation of {h[n]} to ±M/2 and the M/2 samples delay is to produce
gain and phase responses which are different from those originally specified.
Considering the gain-response first, the cut-off rate is by no means sharp, and two ‘ripples’
appear in the stop-band, the peak of the first one being at about -21dB.
The phase-response is not zero for all values of Ω as was originally specified, but is linear phase (
i.e. a straight line graph through the origin ) in the pass-band of the low-pass filter ( -π/3 to π/3 )
with slope arctan( M/2 ) with M = 4 in this case. This means that φ( Ω ) = − ( M/2 )Ω for | Ω | ≤
π/3; i.e. we get a linear phase-response ( for | Ω | ≤ π/3 ) with a phase-delay of M/2 samples.
It may be shown that the phase-response is linear phase because the truncation was done
symmetrically about n=0.
Now let’s try to improve the low-pass filter by increasing the order to ten. Taking 11 terms of
{ (1 / 3) sinc (n / 3) } we get, after delaying by 5 samples:
{...0,-0.055,-.069, 0,.138,.276,.333,.276,.138,0,-.069,-.055,0,...}.
The signal-flow graph of the resulting 10th order FIR filter is shown below:
x[n
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Notice that the coefficients are again symmetric about the centre one (of value 0.33) and this
again ensures that the FIR filter is linear phase. The gain and phase responses of this tenth order
FIR filter are produced by the MATLAB statement:
freqz( [-0.055, -0.069, 0, 0.138, 0.276, 0.333, 0.276, 0.138, 0, -0.069, -0.055] );
In may be seen in the gain-response, as reproduced below, that the cut-off rate for the 10th order
FIR filter is sharper than for the 4th order case, there are more stop-band ripples and, rather
disappointingly, the gain at the peak of the first ripple after the cut-off remains at about -21 dB.
This effect is due to a well known property of Fourier series approximations, known as Gibb's
phenomenon. The phase-response is linear phase in the passband ( -π/3 to π/3 ) with a phase
delay of 5 samples. As seen in fig 4.6, going to 20th order produces even faster cut-off rates and
more stop-band ripples, but the main stop-band ripple remains at about -21dB. This trend
continues with 40th and higher orders as may be easily verified. To improve matters we need to
discuss ‘windowing’.

Figure 4.5: Gain response of tenth order lowpass FIR filter with ΩC = π/3

Figure 4.6: Gain response of 20th order lowpass FIR filter with WC = π/3

4.3. Windowing:
To design the FIR filters considered up to now we effectively multiplied {hʹ[n]} as calculated by
the inverse DTFT by a rectangular window sequence {rM+1[n]} where

: - M/2 ≤ n ≤ M/2
:
n > M /2

⎧1
rM +1[n] = ⎨
⎩0

Figure 4.7

This causes a sudden transition to zero at the window edges and it is these transitions that
produce the stop-band ripples. To understand why, we need to know that the DTFT of {rM+1[n]}
is as follows:

⎧ sin(( M + 1)Ω / 2)
: Ω ≠ 0, ± 2π ,...
⎪
∴ RM +1 (e ) = ⎨
sin( Ω / 2)
⎪⎩
M +1
: otherwise
jΩ

Note that {rM+1[n]} has non-zero values at M+1 values of n which include n = 0. A graph of
RM+1(ej ) against Ω for M=20 is shown below. It is purely real and this is because because
rM+1(n) is symmetric about n=0.
Ω

Dirichelet K of order 20
20

15

R

10

5

0
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-3

-2
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0
radians/sample

1

2

3

It looks rather like a ‘sinc’ function in that it has a ‘main lobe’ and ‘ripples’. It is a little different
from a sinc in that the ripples do not die away quite as fast. It is these ripples that cause the
ripples in the stop-bands of FIR digital filters. It may be shown that:
(a) the height of RM+1(ej ) is M+1
Ω

(b) the area under the main lobe remains approximately 1 for all values of M.
Frequency-domain convolution:
Multiplying two sequences {x[n]} & {[y[n]} to produce {x[n].y[n]} is called ‘time-domain
multiplication’.
It may be shown that if {x[n]} has DTFT X(ejΩ) & [y[n]} has DTFT Y(ejΩ) then the DTFT of
{x[n].y[n]} is:
π

(1 / 2π )∫−π X (e jθ )R(e j (Ω−θ ) )dθ

This is the ‘frequency-domain convolution’ of X(ejΩ) with R(ejΩ).
Therefore: ‘time-domain multiplication’ is equivalent to ‘frequency-domain convolution’.
Windowing is time-domain multiplication.
Now apply the above formula to explain the effect of rectangular windowing on an ideal gainresponse. Multiplying an ideal impulse-response {hʹ[n]} by the rectangular window {rM+1[n]}
causes Hʹ(ejΩ) to be ‘convolved’ with RM+1(ejΩ):
π

( )

(

)

H (e jΩ ) =(1 / 2π )∫ H ʹ e jθ RM +1 e j (Ω−θ ) dθ
−π

If Hʹ(ejΩ) has an ideal ‘brick-wall’ gain-response, & RM+1(ejΩ) is as shown in previous graph,
convolving Hʹ(ejΩ) with RM+1(ejΩ) reduces the cut-off rate and introduces stop-band ripples.
The sharper the main-lobe of RM+1(ejΩ) and the lower the ripples, the better.
To illustrate for an ideal low-pass frequency response with cut-off π/3 :

⎧1 : −π /3 ≤ Ω ≤ π /3
H ʹ(e jΩ ) = ⎨
: otherwise
⎩ 0

∴ H (e jΩ ) =

π /3

(1/ 2π )∫−π / 3 RM +1 (e j (Ω−θ ) )dθ

= (1 /(2π ) ∫

Ω +π / 3

Ω −π / 3

RM +1 (e jθ )dθ

For any given frequency Ω, this is 1/(2π) times the area under the curve as from Ω−π/3 to
Ω+π/3. Consider what happens as Ω increases from 0 towards π? When Ω = 0, the whole area
of the main lobe of RM+1(ej ) is included in the integral and the gain G(Ω) is close to 1 (= 0 dB).
When Ω = π/3 the gain drops to approximately 0.5 (= -6 dB) since only half the area of the main
lobe is included. When Ω is further increased above π/3, the area of the main lobe becomes less
and less included. So the gain becomes very small as only the ripples are being integreated.
Because of the ripples, for some values of Ω in the stop-band, some the positive and negative
areas will cancel out, giving a gain of zero (−∞ dB). For other values of Ω in the stop-band, there
will be slightly more positive area than negative area, or vice–versa. Thus the stop-band ripples
are created.
θ

So we conclude that ripples in the gain-responses of FIR digital filters designed with rectangular
windows arise from the frequency-domain convolution between the ideal (target) frequency
response and the DTFT RM+1(ejΩ) of the rectangular window. The gain at the cut-off frequency
will be approximately –6 dB less than the pass-band gain (normally 0 dB) because only half the
main lobe lies within the ideal filter’s pass-band. Ripples also occur in the pass-band but we can
hardly notice them.
4.4. Non-rectangular windows
The levels of the ripples may be reduced if {rM+1[n]} is replaced by a non-rectangular window
sequence, denoted { wM+1[n] } say, which produces a more gradual transition at the window
edges. The simplest non-rectangular window sequence in common use is the Hann or von-Hann
window which is essentially a ‘raised cosine’:

⎧0.5(1 + cos(πn /(1 + M / 2)) : -M/2 ≤ n ≤ M/2
wM +1 [n] = ⎨
:
n > M/2
0
⎩

Many other types of window sequence exist (e.g. Hamming, Kaiser ). Also, slightly different
formulae exist for the Hann window. The formula used by MATLAB is different so stick to
mine for the moment. Perhaps the most well known window is the Hamming window whose
formula is very similar to that of the Hann window. It is also a 'raised cosine' window and has a
similar effect except that it is generally considered to be slightly better. The (M+1) th order
Hamming window formula is:

⎧0.54 + 0.46 cos(πn / M ) : -M/2 ≤ n ≤ M/2
wM +1[n] = ⎨
:
n > M/2
0
⎩
Note that this has non-zero values at M+1 values of n including n=0.

Effect of non-rectangular windows:
For any of these windows, multiplying {hʹ[n]} by {wM+1[n]} instead of {rM+1[n]} gradually tapers
the impulse-response towards zero at the window edges. To understand why this reduces stopband ripples, compare the DTFT of {wM+1[n]} with the DTFT of {rM+1[n]}. Take a Hann
window with M=20.
DTFT of Hann & Rect windows, order 20
Hann
Rect
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15

R
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5

0
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0
radians/sample

1

2

3

To draw this graph it was necessary to derive the DTFT of {wM[n]} for a Hann window. Don’t
worry about this for now. Just look at the graph.
Comparing the DTFT of a rectangular and a Hann window of the same order:

(a) The height of WM+1(ej ) is (M+1)/2 which is half that of RM+1(ej )
Ω

Ω

(b) The main lobe of WM+1(ejΩ) is about twice the width of the main lobe of RM+1(ejΩ).
(c) It may be shown that the area of the main lobe of WM+1(ej ) remains about 1.
Ω

(d) The ripples in WM+1(ejΩ) are greatly reduced in comparison to RM+1(ejΩ).
good!

This is

The main lobe of WM+1(ejΩ), being less sharp than that of RM+1(ejΩ), will reduce the
sharpness of the cut-off of the filter designed with the Hann window. This is the price to be paid
for reducing stop-band ripples. Note that the ripples have not been eliminated entirely.

Applying a 4th order Hann window
Consider again the low-pass filter example with cut-off frequency π/3 radians per sampling
interval. The ideal impulse-response was found to be:
{hʹ[n]} = {... , 0.14, 0.28, 0.33, .28, .14, ...}
When M = 4, the Hann window {wM+1[n]} = {..,0,..,0, 0.25, 0.75, 1, .75, .25, 0,..,0,..}
Multiplying term by term and delaying by M / 2 = 2 samples we obtain the finite impulseresponse:
{..,0,..,0, .04, .21,.33,.21,.04, 0,..,0,..}
The resulting "Hann-windowed" FIR filter of order 4 is as shown in Figure 4.1 with a0=0.04,
a1=0.21, etc. Its gain-response is as shown in Figure 4.9.

Figure 4.9: 4th order FIR filter (Hann)

The Hann window gradually reduces the amplitude of the ideal impulse-response towards zero at
the edges of the window rather than truncating it as does the rectangular window. As seen in the
graph above, the effect on the gain-response of the FIR filter obtained is:
i) to greatly reduce stop-band ripples ( good ).
ii) to reduce the cut-off rate ( bad ).
The phase-response is not affected in the passband. We can improve the cut-off rate by going to
higher orders. The graphs below are for 10th and 20th order ( Hann windowed ):

Fig 4.10: Tenth order FIR filter with ΩC = π/3 ( Hann window )

MATLAB program to design & graph 10th order FIR lowpass filter with Hann window:

M=10; Fs=8000;
for n=-M/2 : M/2
w=0.5*(1+cos(pi*n/(1+M/2)));
a(1+M/2+n) = 0.3333*sinc(n/3)*w;
end;
freqz(a,1,1000,Fs);
axis([0,Fs/2,-50,0]);

Figure 4.11: 20th order FIR filter with ΩC = π/3 (Hann window)

Use of MATLAB function ‘FIR’
‘fir1’ uses ‘windowing method’ we have just seen. By default it uses a Hamming window which
is very similar to the Hann window.
It also scales the coefficients to make the gain exactly 0 dB at 0 Hz
To design 10th order FIR lowpass filter with Hamming window & cut-off frequency π/3 (≡ Fs/6):
c=fir1(10, 0.33);
Effect of Hann window on first stop-band ripple
It may be observed that the gain at the peak of the first stop-band ripple has been reduced from
about
-21 dB to about –44 dB. At the frequency of the first stop-band ripple since 20log10(1/10) =-20
dB, the amplitude of the signal being filtered is reduced by factor ≈10 when the FIR filter is
designed with a rectangular window.
Since 20 log10(1/100) = -40, the same amplitude will be reduced by factor >100 when the FIR
filter is designed with a Hann window.
x(t) = 5 sin(ωt) becomes y(t) = 0.5 sin(ωt) with rectangular or y(t) = 0.05 sin(ωt) with
Hann.

If this is not good enough we must use a different window (e.g. Hamming, Kaiser)
Hamming window is similar to Hann but slightly better.
4.5. Kaiser window
The Kaiser window offers a range of options from rectangular, through Hamming towards even
lower stop-band ripples.
Ripple reduction is at the expense of a less sharp cut-off rate.
The formula is too complicated to quote, but MATLAB command:
KW = kaiser(M+1,beta)
produces a Kaiser window array of length M+1 for any value of beta > 0.
When beta (β) = 0, this is a rectangular window, and when beta = 5.4414 we get a Hamming
window.
Increasing beta further gives further reduced stop-band ripples with a reduced cut-off sharpness.
A slight complication is that MATLAB arrays must start at index 1, rather than –M/2. So we
have to add 1+M/2 to each value of n to find the right entry in array KW. It may be shown that:
(a) the area of the main-lobe remains about 1
(b) the height of the main lobe depends on M and beta.
See Slides 84-90 for gain responses of FIR low-pass filters designed using Kaiser windows with
different values of beta. These are compared with filters designed with Hamming windows.
4.6. High-pass, band-pass & band-stop linear phase FIR filters
These can be designed almost as easily as low-pass as long as you remember to define the
required gain-response Gʹ(Ω) correctly from -π to +π; i.e. make Gʹ(-Ω) = Gʹ(Ω). For example, a
band-pass filter with pass-band from FS/8 to FS/4 would have the following gain response
ideally:-

Figure 4.12: Gain response of ideal band-pass filter

Taking φʹ(Ω) = 0 for all Ω initially as before, we obtain:

$
&
H !(e jΩ ) = %
&
'

0

:
|Ω| < π / 4
1 : π / 4 ≤ |Ω| ≤ π /2
0 :
π /2 < |Ω| < π

and applying the inverse DTFT gives the following formula (not forgetting negative values of Ω:

hʹ[n] =

1
2π

π

∫π
−

H ʹ(e jΩ )e − jΩn dΩ =

1
2π

−π / 4

∫π

− /2

1 e − jΩn dΩ +

1 π / 2 − jΩn
1 e dΩ
2π ∫π / 4

Evaluating the integrals in this expression will produce a nice formula for hʹ[n].
Truncating symmetrically, windowing and delaying this sequence, as for the low-pass case
earlier, produces the causal impulse-response of an FIR filter of the required order. This will be
linear phase for the same reasons as in the low-pass case. Its impulse-response will be symmetric
about n=M/2 when M is the order. MATLAB is able to design high-pass, band-pass and bandstop linear phase FIR digital filters by this method.

FIR filter design in MATLAB:
c = fir1(10,0.33,'high') designs a 10th order high-pass filter.
c = fir1(10,[0.2 0.4],'bandpass') designs a 10th order band-pass filter with cut-off frequencies
0.2π and 0.4π.
c = fir1(20,[0.2 0.4],'stop') designs a 20th order band-stop filter with cut-off frequencies 0.2π
and 0.4π.
By default ‘fir1’ uses a ‘Hamming’ window (very similar to a Hann) and scales the pass-band
gain to 0 dB. Linear phase response is obtained.

4.7. Summary of ‘windowing’ design technique for FIR filters
To design an FIR digital filter of even order M, with gain response Gʹ(Ω) and linear phase, by the
windowing method,
1) Set Hʹ(ejΩ) = Gʹ(Ω) the required gain-response. This assumes φʹ(Ω) = 0.
2) Inverse DTFT to produce the ideal impulse-response {hʹ[n]}.
3) Window to ±M/2 using chosen window.
4) Delay windowed impulse-response by M/2 samples.
5) Realise by setting multipliers of FIR filter.

Instead of obtaining Hʹ( ejΩ ) = Gʹ( Ω ), we get e-jΩM/2G(Ω) with G(Ω) a distorted version of
Gʹ(Ω) the distortion being due to windowing.
The phase-response is therefore φ(Ω) = -ΩM/2 which is a linear phase-response with phase-delay
M/2 samples at all frequencies Ω in the range 0 to π. This is because -φ(Ω) / Ω = M/2 for all Ω.
Notice that the filter coefficients, and hence the impulse-response of each of the digital filters we
have designed so far are symmetric in that h[n] = h[M-n] for all n in the range 0 to M where M is
the order. If M is even, this means that h[M/2 - n] = h[M/2 + n] for all n in the range 0 to M/2.
The impulse response is then said to be 'symmetric' about sample M/2. The following example
illustrates this for an example where M=6 and there are seven non-zero samples within {h[n]}:
{… 0, …, 0, 2, -3, 5, 7, 5, -3, 2, 0, …,0, … }
The most usual case is where M is even, but, for completeness, we should briefly consider the
case where M is odd. In this case, we can still say that {h[n]} is 'symmetric about M/2' even
though sample M/2 does not exist. The following example illustrates the point for an example
where M=5 and {h[n]} therefore has six non-zero sample:
(…, 0,…, 0, 1, 3, 5, 5, 3, 1, 0, …, 0, …}
When M is odd, h[(M-1)/2 - n] = h[(M+1)/2 + n] for n = 0, 1, …, (M-1)/2.
It may be shown that FIR digital filters whose impulse-responses are symmetric in this way are
linear phase. We can easily illustrate this for either of the two examples just given. Take the
second. Its frequency-response is the DTFT of {h[n]} i.e.
It is also possible to design FIR filters which are not linear phase. The technique described in
this section is known as the ‘windowing’ technique or the ‘Fourier series approximation
technique’.

4.8. Designing & implementing FIR digital filters using the Matlab Signal Processing
Toolbox
The design of linear phase FIR digital filters by the windowing technique discussed above is
readily carried out by the command 'FIR1' provided by the 'signal processing toolbox' in
MATLAB. The filter may be applied to a segment of sampled sound stored in an array by the
command 'filter'. To illustrate the use of these commands we now design and implement a 128th
order FIR band-pass digital filter with lower and upper cut-off frequencies 300 Hz and 3.4 k Hz
respectively and apply it to a wav file containing mono music sampled at 11.025 kHz. (This
makes the music sound like it has been transmitted over a wired telephone line.)
Notes:
(1) The FIR cut-off frequencies must be specified relative to fS/2 rather than in radians/sample.
This is achieved by dividing each cut-off frequency in radians/sample by π.
(2) By default FIR1 uses a Hamming window. Other available windows such as Hann can be
specified with an optional trailing argument.

(3) By default, the filter is scaled so the center of the first pass-band has magnitude exactly one
after windowing.
clear all;

[x, Fs, nbits] = wavread('caprice.wav');
wlow = 2 * pi * 300 / Fs ; % radians/sample rel to fs
wup = 2 * pi * 3400 / Fs ; % radians/sample rel to fs
a = fir1(128, [wlow wup] / pi ) ;

freqz ( a , 1,1000,Fs) ; % plot gain & phase
y = filter(a, 1, x );
wavwrite(x,fs,nbits,'capnew.wav');

4.9. Remez Exchange Algorithm method:
An FIR digital filter design technique which is better than the windowing technique, but more
complicated, is known as the ‘Remez exchange algorithm’. It was developed by McClelland and
Parks and is available in MATLAB. The following MATLAB program designs a 40th order FIR
low-pass filter whose gain is specified to be unity ( i.e. 0 dB ) in the range 0 to 0.3π
radians/sample and zero in the range 0.4π to π. The gain in the “ transition band ” between 0.3π
and 0.4π is not specified. The 41 coefficients will be found in array ‘a’. Notice that, in contrast
to the gain-responses obtained from the 'windowing' technique, the Remez exchange algorithm
produces 'equi-ripple' gain-responses (fig 4.14) where the peaks of the stop-band ripples are equal
rather than decreasing with increasing frequency. The highest peak in the stop-band will be
lower than that of an FIR filter of the same order designed by the windowing technique to have
the same cut-off rate. Although they are a little difficult to see, there are 'equi-ripple' pass-band
ripples.
a = remez (40, [0, 0.3, 0.4,1],[1, 1, 0, 0] );
freqz (a,1,1000,Fs);

Figure 4.14: Gain response of 40th order FIR lowpass filter designed by “ Remez ”

4.10. Fixed point implementation of FIR digital filters
MATLAB programs were presented in Section 3 to illustrate how an FIR digital filter as
designed above may be implemented on a computer or microprocessor. These programs made
full use of the powerful and highly accurate floating point arithmetic operations available in
MATLAB. However FIR digital filters are often implemented in mobile battery powered
equipment such as a mobile phone where a floating point processor would be impractical as it
would consume too much power. Low power fixed point DSP processors are the norm for such
equipment, typically with a basic 16-bit word-length. Such processors must be programmed
essentially using only integer arithmetic, and it is interesting now to consider how an FIR filter
could be programmed in this way.
Take as a simple example the 4th order FIR low-pass digital filter designed earlier with impulse
response: {..,0,..,0, .04, .21,.33,.21,.04, 0,..,0,..}. Rounding each coefficient to the nearest integer
would clearly be a mistake because they would all become trivially zero. The solution is simple:
multiply all coefficients by a constant that is large enough such that when we round to integers,
the resulting error is not too large. So we could make the FIR filter coefficients A0= 4, A1=21,
A2=33, A3=21 and A4=4. To compensate for this action, we must divide the output produced by
the same constant, in this case 100. In practice instead of 100 or maybe 1000, we choose a power
of two for the constant, since dividing by a power of two (e.g. 1024) is very simple, requiring
only an arithmetic 'shift'. Dividing by 1024 requires only 10 bit-shifts right.
The larger the constant, the less the effect or rounding and the more accurate the coefficients.

However we must be careful not to choose too large a constant because the number of bits per
word is limited often to 16. If the integers produced during the calculation get too large, we risk
overflow and very serious non-linear distortion. Where the result of an addition of positive
integers is too large for the available 16-bits, it may become, by 'wrap-around', a large negative
number which may cause very serious distortion. Similarly the addition of two negative numbers
could wrap around to a large positive number if overflow occurs. So here we have an difficult
balancing act to perform between coefficient inaccuracy and overflow. Modern fixed point DSP
processors offer useful facilities and extra bits to help with the design of fixed point DSP
programs, but this remains a difficult area in general.
Fortunately, FIR digital filters are particularly easy to program in fixed point arithmetic and this
is one of their main advantages. For one thing, unlike IIR digital filters, they can never become
unstable as there is no feedback. The effects of rounding and overflow can be a nightmare when
they are fed back recusively as with IIR filters.
In some cases, overflows (with wrap-around) can be allowed to occur repeatedly with an FIR
filter with the sure knowledge that they will eventually be cancelled out by corresponding wraparound overflows in the opposite sense. So we can generally risk overflow more readily with
FIR digital filters than with IIR digital filters, and thus have greater coefficient accuracy.
Fixed point DSP programmers often describe the coefficient scaling proceess used above, i.e.
multiplying by constants which are powers of two, in a slightly different way. Scaling by 1024,
is adopting a 'Q-format' of ten and the programmer is effectively assuming a decimal point (or
binary point) to exist ten bit positions from the right within the 16-bit word. The decimal point is
'invisible' and often nothing is stored, apart from judicious comments. The programmer
him/herself must keep track of the Q-formats used in different parts of complex programs and
make sure the correct compensation (e.g. dividing by 1024) is applied when needed to produce a
correct output.
The effects of limited word-length fixed point arithmetic may be studied in MATLAB by
restricting programs to use integers and integer operations only. A MATLAB implementation of
the 4th order low-pass filter mentioned above using integer arithmetic only is now given.
A = [4 21 33 21 4 ] ;
x = [0 0 0 0 0 ] ;
while 1
x(1) = input( 'X = ');
Y = A(1)*x(1);
for k = 5 : -1: 2
Y = Y + A(k)*x(k);
x(k) = x(k-1);

end;
Y = round( Y / 100) ;
disp(['

Y = ' num2str(Y)]);

end;

4.11. Advantages of FIR filters compared with IIR
FIR filters are easy to program in fixed point arithmetic. They never become unstable as there is
no feedback. They can be exactly linear phase.
In some cases, overflows can be allowed to occur since if gain is never greater than 1, you know
that a positive overflow will eventually be cancelled out by a negative overflow or vice versa.•
This works if you do not use ‘saturation mode’ arithmetic which avoids ‘wrap-round’. Can risk
overflow more readily with FIR digital filters than with IIR digital filters, & thus have greater
coefficient accuracy.
Disadvantage: FIR need higher orders than IIR (later).

PROBLEMS:
4.1 Design a 10th order FIR low-pass digital filter with cut-off at Fs/4 frequency with & without
a Hann window. Use MATLAB to compare the gain-responses obtained.
4.2 Design a tenth order FIR bandpass digital filter with lower and upper cut-off frequencies at π
/8 and π/3 respectively.
4.3 Write a MATLAB program for one of these filters using integer arithmetic only.
4.4 Design a 4th order FIR high-pass filter with cut-off frequency at π/3.
4.5 Do all FIR filters have exactly linear phase responses?
4.6 Given that for a linear phase filter, its impulse-response must be symmetric about n=N for
some N, (i.e. h[N + n] = h[N-n] for all n), why cannot an IIR filter be linear phase?
4.7.

Design a sixth order linear phase FIR filter whose gain-response approximates that shown
in fig 4.13. Plot its gain-response using MATLAB.

4.8. Show that a linear phase lead of φ( Ω ) = -kΩ corresponds to a delay of k samples.

Answer to 4.6: For linear phase, impulse-response must be symmetric about some value of n, say
n=M. If it is an IIR it goes on for ever as n → ∞. So it must go on for ever backwards as n → -

∞. Would have to be non-zero for values on n<0; i.e. non-causal
If h[n] symmetric & IIR it
must be non-causal

h[n]

M

n

Chapter 5: ‘z-transforms’ & IIR-type digital filters
5.1. Introduction:
A general causal digital filter has the difference equation:

N
y[n]

M

= ∑ a i x[n-i]

-

i=0

∑ b k y[n-k]
k=1

which is of order max{ N,M }, and is recursive if any of the b j coefficients are non-zero. A
second order recursive digital filter therefore has the difference equation:

y[n] = a 0 x[n] + a 1 x[n-1] + a 2 x[n-2] - b 1 y[n-1] - b 2 y[n-2]

A digital filter with a recursive linear difference equation can have an infinite impulse-response.
Remember that the frequency-response of a digital filter with impulse-response {h[n]} is:
∞
H(e j ) =
Ω

∑

h[n]e - j

Ω

n

n=-∞

5.2. The z-transform:
Consider the response of a causal stable LTI digital filter to the special sequence {z n } where z is
a complex. If {h[n]} is the impulse-response, by discrete time convolution, the output is a
sequence {y[n]} where y [ n ] =

∞

∞

∑ h[k]z n−k =z n ∑ h[k]z−k
k=−∞

k=−∞
∞

= z n H ( z)

with

H ( z ) ∑ h[k]z −k
k=−∞

The expression obtained for H(z) is the ‘z-transform’ of the impulse-response. H(z) is a complex
number when evaluated for a given complex value of z.
It may be shown that for a causal stable system, H(z) must be finite when evaluated for a
complex number z with modulus greater than or equal to one.
Since H ( z ) =

∞

∑ h[n]z − n

and the frequency - response : H (eiΩ ) =

n = −∞

it is clear that replacing z by e

jΩ

∞

∑ h[n]z

− jΩn

n = −∞

in H(z) gives H(ej ) .
Ω

5.3. The ‘z-plane’:
It is useful to represent complex numbers on an ‘Argand diagram’ as illustrated below. The main
reason for doing this is that the modulus of the difference between two complex numbers a+jb
and c+jd say i.e. | (a+jb) - (c+jd) |is represented graphically as the length of the line between the
two complex numbers as plotted on the Argand diagram.
Imaginary part

Rej
-3+3j

θ

R

θ
Real part

1-2j

If one of these complex numbers, c +jd say is zero i.e. 0+j0, then the modulus of the other
number |a+jb| is the distance of a+jb from the origin 0+j0 on the Argand diagram.
Of course, any complex number, a+jb say, can be converted to polar form Rej where R= |a+jb|
and θ= tan-1(b/a). Plotting a complex number expressed as Rej on an Argand diagram is also
illustrated above. We draw an arrow of length R starting from the origin and set at an angle θ
from the ‘real part’ axis (measured anti-clockwise). Rej is then at the tip of the arrow. In the
illustration above, θ is about π/4 or 45 degrees. If R=1, Rej = ej and on the Argand diagram
would be a point at a distance 1 from the origin. Plotting ej for values θ in the range 0 to 2π
(360O) produces points all of which lie on a ‘unit circle’ , i.e. a circle of radius 1, with centre at
the origin.
θ

θ

θ

θ

θ

θ

Where the complex numbers plotted on an Argand diagram are values of z for which we are
interested in H(z), the diagram is referred to as ‘the z-plane’. Points with z = e j lie on a unit
circle, as shown in Fig 5.1. Remember that |e j | = |cos(Ω) +jsin(Ω)| = √[cos2(Ω) + sin2(Ω)] =
1. Therefore evaluating the frequency-response H(ei ) for Ω in the range 0 to π is equivalent to
evaluating H(z) for z =e j which goes round the upper part of the unit circle as Ω goes from 0 to
π.
Ω

Ω

Ω

Ω

Figure 5.1

5.4. Relating H(z), signal-flow graphs and difference equations
This is surprisingly straightforward. Consider non-recursive and recursive difference equations
separately.
Example 5.1: Find H(z) for the difference equation: y[n] = x[n] + x[n-1]

Solution: The impulse response is: {h[n]} = { ... , 0, 1, 1, 0, ... }
∴ H ( z) =

∞

∑ h[n]z

n =−∞

−n

1

= ∑ h[n]z −n = 1 + z −1
n=−0

Example 5.2:

Find H(z) for the recursive difference equation: y[n] = a 0 x[n] + a 1 x[n-1] - b 1 y[n-1]

Solution:
The method used in Example 5.1 is not so easy because the impulse-response can now be infinite.
Fortunately there is another way. Remember that if x[n] = z n then y[n] = H(z) z n , y[n-1] =
H(z) z n - 1 etc. Substitute into the difference equation to obtain:

H(z) z

= a z + a z

n

n

0

1

a + a1 z

- b H(z) z
1

n-1

-1

0

Therefore,

n-1

H(z) = ⎯⎯⎯⎯⎯
1+b z
1

-1

except when z = - b . When z = -b , H(z) = ∞.
1

1

By the same method, H(z) for a general digital filter whose difference-equation was given
earlier is:
a +a z
0

H(z) =

1

+a z

-1

2

+ ... + a z

-2

N

-N

⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
b + b z
0

1

-1

+ b z
2

-2

+ ... + b z
M

(with b = 1)
0

-M

Given H(z) in this form, we can easily go back to its difference-equation and hence its signalflow graph, as illustrated by the following example.

Example 5.3: Give a signal flow graph for the second order digital filter with:
a 0 + a 1 z -1 + a 2 z - 2
H(z) =

⎯⎯⎯⎯⎯⎯⎯⎯⎯
1 + b 1 z -1 + b 2 z -2

Solution: The difference-equation is:

y[n] = a 0 x[n] + a 1 x[n-1] + a 2 x[n-2] - b 1 y[n-1] - b 2 y[n-2]

The signal-flow graph in Fig 5.2 is readily deduced from this difference-equation. It is referred
to as a second order or ‘bi-quadratic’ IIR section in ‘direct form 1’.

a0

x[n]

z-1

y[n]
z-1

a1

-b1

z-1

z-1
a2

-b2

Figure 5.2: “ Direct Form I ” Biquadratic section

Alternative signal flow graphs can generally be found for a given difference-equation.
Considering again the ‘Direct Form I’ bi-quadratic section in Fig 5.2, re-ordering the two halves
in this signal flow graph gives Fig 5.3 which, by Problem 5.9, will have the same impulseresponse as the signal-flow graph in fig 5.2. Now observe that Fig 5.3 may be simplified to the
signal-flow graph in Fig 5.4 which is known as a ‘Direct Form II’ implementation of a biquadratic section. It has the minimum possible number of delay boxes and is said to be
‘canonical’. Its system function is identical to that of the ‘Direct Form I’ signal-flow graph, and
therefore it can implement any second order bi-quadratic system function.

x[n]

a0
z-1

z-1

z-1

z-1

-b1

-b2

Figure 5.3: “ Direct Form I ” rearranged
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z-1
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z-1
-b2
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Figure 5.4: “ Direct Form II ” Biquadratic Section

Example 5.4:
Given values for a 1 , a 2 ,a 0 , b 1 and b 2 , write a program to implement Direct Form II.

Solution:

W1 = 0; W2 = 0;

{Assign vars W1,W2 to delay outputs}

while 1

{Infinite 'while' loop}

X=input('X = ');

{Assign X to receive a single input sample}

W = X-b1*W1-b2*W2;
Y =W*a0+W1*a1+W2*a2;

{Recursive part of filter}
{Non-recursive part}

W2 =W1; W1 =W;

{Set up delay outputs for next time}

disp([' Y=' num2str(Y)]);
end;

{Assign var Y to output};
{Go back for next sample}

5.5. System function:
The expression obtained for H(z) is a ratio of polynomials in z
When ⏐z⏐ < 1, H(z) need not be finite.

−

1

. H(z) is the ‘system function’.

5.6. Poles and zeros of H(z):
The expression above for H(z) for a general digital filter may be re-expressed as:

(a z + a z
N

0

H(z) =

zM-N

1

+ ... + a )

N -1

N

⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
(z + b z
M

1

N-1

+ ... + b )
M

The denominator and numerator polynomials may now be expressed in factorised form to obtain:

(z - z )(z - z )(z - z )...( z - z )
1

H(z) =

az
0

M-N

2

3

N

⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
(z - p )( z - p )(z - p )...(z - p )
1

2

3

M

The roots of the numerator: z 1 , z 2 ,..., z N , are called the ‘zeros’ of H(z).
The roots of the denominator: p 1 ,p 2 ,..., p M , are called the ‘poles’ of H(z)

H(z) will be infinite when evaluated with z equal to a pole, and will become zero with z equal to
a zero except in the special case where the zero coincides exactly with one of the poles.
For a causal stable system, H(z) must be finite for ⏐ z ⏐ ≥ 1. Therefore there cannot be a pole
whose modulus is greater than or equal to 1. All poles must satisfy ⏐ z ⏐ < 1, and when plotted
on the Argand diagram, this means that they must lie inside the unit circle. There is no restriction
on the positions of zeros.

5.7. Distance rule:
5.8. Estimation of gain response for Example 5.5 from poles and zeros:
Example 5.6:
5.9. Design of a notch filter by MATLAB:
Assume we wish to design a 4th order 'notch' digital filter to eliminate an unwanted sinusoid
at 800 Hz without severely affecting rest of signal. The sampling rate is FS = 10 kHz. One
simple way is to use the MATLAB function ‘butter’ as follows:
FS=10000;
FL = 800 – 25 ; FU = 800+25;
[a b] = butter(2, [FL FU]/(FS/2),’stop’);
a = [0.98 -3.43 4.96 -3.43 0.98]
b= [ 1

-3.47 4.96 -3.39 0.96]

freqz(a, b);
freqz(a, b, 512, FS);

% Better graph

axis([0 FS/2 -50 5]);

% Scales axes

The frequency-responses (gain and phase) produced by the final two MATLAB statements are as
follows:
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Since the Butterworth band-stop filter will have -3dB gain at the two cut-off frequencies
FL = 800-25 and FU=800+25, the notch has ‘-3 dB frequency bandwidth’: 25 + 25 = 50 Hz.

Now consider how to implement the 4th order digital filter. The MATLAB function gave us:
a = [0.98 -3.43 4.96 -3.43 0.98]
b= [ 1

-3.47 4.96 -3.39 0.96]

The transfer (System) Function is, therefore:

⎛ 0.98 − 3.43 z −1 + 4.96 z −2 − 3.43 z −3 + 0.98 z −4 ⎞
⎟
H (z ) = ⎜⎜
−1
−2
−3
−4 ⎟
⎝ 1 − 3.47 z + 4.96 z − 3.39 z + 0.96 z
⎠
A ‘Direct Form II’ implementation of the 4th order notch filter would have the signal-flow graph
below:
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This implementation works fine in MATLAB. But ‘direct form’ IIR implementations of order
greater than two are rarely used. Sensitivity to round-off error in coefficient values will be high.
Also the range of ‘intermediate’ signals in the z-1 boxes will be high.
High word-length floating point arithmetic hides this problem, but in fixed point arithmetic, great
difficulty occurs. Instead we use ‘cascaded bi-quad sections’

Given a 4th order transfer function H(z). Instead of the direct form realization below:

x[n]

H(z
)

y[n]

we prefer to arrange two bi-quad sections, with a single leading multiplier G, as follows:

x[n]

G
H1(z
)

H2(z
)

y[n]

To convert the 4th order transfer function H(z) to this new form is definitely a job for MATLAB.
Do it as follows after getting a & b for the 4th order transfer function, H(z), as before:
[a b] = butter(2, [FL FU]/(FS/2),’stop’);
[SOS G] = tf2sos(a,b)
• MATLAB responds with:
SOS = 1 -1.753 1 1 -1.722 0.9776
1 -1.753 1 1 -1.744 0.9785
G = 0.978
In MATLAB, ‘SOS’ stands for ‘second order section’ (i.e. bi-quad) and the function ‘tf2SOS’
converts the coefficients in arrays ‘a’ and ‘b’ to the new set of coefficients stored in array ‘SOS’
and the constant G. The array SOS has two rows: one row for the first bi-quad section and one
row for the second bi-quad section. In each row, the first three terms specify the non-recursive
part and the second three terms specify the recursive part. Therefore H(z) may now be realized
as follows:

x[n
]

y[n
]

0.97
8
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1.72
2
-0.978

1.75

1.74
4
0.97

Fourth order IIR notch filter realised as two biquad (SOS) sections
This is now a practical and realizable IIR digital ‘notch’ filter, though we sometimes implement
the single multiplier G =0.918 by two multipliers, one for each bi-quad section. More about this
later.

5.10 Calculation of gain-response of notch filter:
How good is a notch filter? We can start to answer this question by specifying the filter's 3dB
bandwidth i.e. the difference between the frequencies where the gain crosses 0.707 (-3dB ). We
should also ask what is the gain at the notch frequency (800 Hz in previous example); i.e. what is
the ‘depth’ of the notch. If it is not deep enough either (i) increase the -3 dB bandwidth or (ii)
increase the order. Do both if necessary. To ‘sharpen’ the notch, decrease the -3dB bandwidth,
but this will make the notch less deep; so it may be necessary to increase the order to maintain a
deep enough notch. This is an ‘ad-hoc’ approach – we can surely develop some theory later. It
modifies the more formal approach, based on poles and zeroes, adopted last year.
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Example: A digital filter with a sampling rate of 200 Hz is required to eliminate an
unwanted 50 Hz sinusoidal component of an input signal without affecting the magnitudes of
other components too severely. Design a 4th order "notch" filter for this purpose whose 3dB
bandwidth is not greater than 3.2 Hz. (MATLAB calls this 2nd order.) How deep is the notch?

Solution:
FS=200; FL=50-1.6; FU=50+1.6;
[a b]=butter(2,[FL,FU]/(FS/2), ‘stop’);
[SOS G] = tf2sos(a,b)
5.11. IIR digital filter design by bilinear transformation
Many design techniques for IIR discrete time filters have adopted ideas and terminology
developed for analog filters, and are implemented by transforming the system function, Ha(s), of
an analog ‘prototype’ filter into the system function H(z) of a digital filter with similar, but not
identical, characteristics.

For analog filters, there is a wide variety of techniques for deriving H a(s) to have a specified type
of gain-response. For example, it is possible to deriving Ha(s) for an n th order analog
Butterworth low-pass filter, with gain response:

Ga (ω ) =

1
1 + (ω / ωC ) 2 n

It is then possible to transform Ha(s) into H(z) for an equivalent digital filter. There are many
ways of doing this, the most famous being the ‘bilinear transformation’. It is not the only
possible transformation, but a very useful and reliable one.

The bilinear transformation involves replacing s by (2/T) (z-1)/(z+1)], but fortunately, MATLAB
takes care of all the detail and we can design a Butterworth low pass filter simply by executing
the MATLAB statement:

[a b] = butter(N, fc)

N is the required order and fc is the required ‘3 dB’ cut-off frequency normalised (as usual with
MATLAB) to fS/2. Analog Butterworth filters have a gain which is zero in the pass-band and
falls to -3 dB at the cut-off frequency. These two properties are preserved by the bilinear
transformation, though the traditional Butterworth shape is changed. The shape change is caused
by a process referred to as ‘frequency warping’. Although the gain-response of the digital filter is
consequently rather different from that of the analog Butterworth gain response it is derived
from, the term ‘Butterworth filter’ is still applied to the digital filter. The order of H(z) is equal
to the order of Ha(s)

Frequency warping:

It may be shown that the new gain-response G(Ω) = Ga(ω) where ω = 2 tan(Ω/2). The graph of
Ω against ω below, shows how ω in the range -∞ to ∞ is mapped to Ω in the range -π to π. The
mapping is reasonably linear for ω in the range -2 to 2 (giving Ω in the range -π/2 to π/2), but as
ω increases beyond this range, a given increase in ω produces smaller and smaller increases in Ω.
The effect of frequency warping is well illustrated by considering the analog gain-response
shown in fig 5.17(a). If this were transformed to the digital filter gain response shown in fig
5.17(b), the latter would become more and more compressed as Ω → ± π.
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Figure 5.16 Frequency Warping
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Figure 5.17(a): Analog Gain Response

Figure 5.17(b): Effect of Bilinear Transformation

‘Prototype’ analog transfer function: Although the shape changes, we would like G(Ω) at its
cut off ΩC to the same as Ga(ω) at its cut-off frequency. If Ga(ω) is Butterworth, it is -3dB at its
cut-off frequency. So we would like G(Ω) to be -3 dB at its cut-off ΩC.
Achieved if the analog prototype is designed to have its cut-off frequency at ωC = 2 tan(ΩC/2).
ωC is then called the ‘pre-warped’ cut-off frequency.
Designing the analog prototype with cut-off frequency 2 tan(ΩC/2) guarantees that the digital
filter will have its cut-off at ΩC.

Design of a 2nd order IIR low-pass digital filter by the bilinear transform method (‘by
hand’)
Let the required cut-off frequency ΩC = π/4 radians/sample. We need a prototype transfer
function Ha(s) for a 2nd order analog Butterworth low-pass filter with 3 dB cut-off at ω =
C

2tan(ΩC/2) = 2 tan(π/8) radians/second. Therefore, ωC = 2 tan(π/8) = 0.828. It is well known by
analog filter designers that the transfer function for a 2nd order Butterworth low-pass filter with
cut-off frequency ω=1 radian/second is:

H a (s) =

1
1 + ( 2 )s + s 2

When the cut-off frequency is ω = ω rather than ω = 1, the second order expression for H(s)
becomes:
C

H a ( s) =

1
1 + 2 ( s / ωC ) + ( s / ωC ) 2

Replacing s by jω and taking the modulus of this expression gives G(ω) = 1/√[1+(ω/ωC)2n] with
n=2. This is the 2nd order Butterworth low-pass gain-response approximation. Deriving the
above expression for Ha(s), and corresponding expressions for higher orders, is not part of our
syllabus. It will not be necessary since MATLAB will take care of it.

Setting ωC = 0.828 in this formula, then replacing s by 2(z-1)/(z+1) gives us H(z) for the required
IIR digital filter. You can check this ‘by hand’, but fortunately MATLAB does all this for us.

Example 5.7
Using MATLAB, design a second order Butterworth-type IIR low-pass filter with Ω c = π / 4.

Solution:
[a b] = butter(2, 0.25)
a = [0.098 0.196 0.098]
b = [1 -0.94 0.33]

The required expression for H(z) is

0.098 + 0.196 z-1 + 0.098 z-2
H(z) = ⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯⎯
1 - 0.94 z-1 + 0.33z-2

⎛
⎞
1 + 2 z −1 + z −2
⎟
H (z ) = 0.098⎜⎜
−1
−2 ⎟
⎝ 1 − 0.94 z + 0.33 z ⎠

which may be realised by the signal flow graph in fig 5.18. Note the saving of two multipliers by
using a multipler to scale the input by 0.098.

Figure 5.18

5.12: Higher order IIR digital filters:
Recursive filters of order greater than two are highly sensitive to quantisation error and overflow.
It is normal, therefore, to design higher order IIR filters as cascades of bi-quadratic sections.
MATLAB does not do this directly as demonstrated by Example 5.8.

Example 5.8: Design a 4th order Butterworth-type IIR low-pass digital filter is needed with 3dB
cut-off at one sixteenth of the sampling frequency fS.

Solution: Relative cut-off frequency is π/8. The MATLAB command below produces the
arrays a and b with the numerator and denominator coefficients for the 4th order system function
H(z).

[a b] = butter(4, 0.125)

Output produced by MATLAB is:

a = 0.00093

0.0037

b = 1 -2.9768

0.0056

0.0037

3.4223 -1.7861

0.00093

0.3556

The system function is therefore as follows:

⎛ 0.00093 + 0.0037 z −1 + .0056 z −2 + .0037 z −3 + 0.00093z −4 ⎞
⎟⎟
H (z ) = ⎜⎜
1 − 2.977 z −1 + 3.422z −2 − 1.786z −3 + 0.3556 z −4
⎝
⎠

This corresponds to the ‘4th order ‘direct form’ signal flow graph shown below.
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Figure 5.19: A 4th order ‘direct form II’ realisation (not commonly used)

Higher order IIR digital filters are generally not implemented like this. Instead, they are
implemented as cascaded biquad or second order sections (SOS). Fortunately MATLAB can
transform the ‘direct form’ coefficients to second order section (SOS) coefficients using a ‘Signal
Processing Toolbox’ function ‘tf2sos’ as follows:

[a b] = butter(4, 0.125)
[sos G] = tf2sos(a,b)

Executing these statements gives the following response:

[a b] = butter(4, 0.125)
a = [0.0009

0.0037

b = [1 -2.9768

0.0056

0.0037

3.4223 -1.7861

0.0009]

0.3556 ]

[sos G] = tf2sos(a,b)
sos = [1
1

2
2

1
1

1 -1.365

0.478

1 -1.612

0.745 ]

G = 0.00093

This produces a 2-dimensional array ‘sos’ containing two sets of biquad coefficients and a ‘gain’
constant G. A mathematically correct system function based on this data is as follows:

⎛
⎞⎛
⎞
1 + 2 z −1 + z −2
1 + 2 z −1 + z −2
⎟
⎜
⎟
H (z ) = 0.00093⎜⎜
−1
− 2 ⎟⎜
−1
−2 ⎟
⎝ 1 − 1.365z + 0.478z ⎠⎝ 1 − 1.612z 0.745z ⎠
In practice, especially in fixed point arithmetic, the effect of G is often distributed among the two
sections. Noting that 0.033 x 0.028 ≈ 0.00093, and noting also that the two sections can be in
either order, an alternative expression for H(z) is as follows:

⎛
⎞
⎛
⎞
1 + 2 z −1 + z −2
1 + 2 z −1 + z −2
⎜
⎟
⎜
H (z ) = 0.033⎜
0
.
028
−1
−2 ⎟
⎜ 1 − 1.365z −1 + 0.478z − 2 ⎟⎟
1
−
1
.
612
z
0
.
745
z
⎝
⎠
⎝
⎠
This alternative expression for H(z) may be realised in the form of cascaded bi-quadratic sections
as shown in fig 5.20.
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Fig. 6.4: Fourth order IIR Butterworth filter with cut-off fs/16

Figure 5.20 Fourth order IIR Butterworth LP filter with cut-off fs/16
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Figure 5.21(a) Analog 4th order Butterworth LP gain response
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Figure 5.21(b): Gain response of 4th order IIR filter

Figure 5.21(a) shows the 4th order Butterworth low-pass gain response:

G (ω ) =

1
(1 + ω 8 )

(with cut-off frequency normalised to 1) as used by MATLAB as a prototype. Fig 5.21(b) shows
the gain-response of the derived digital filter which, like the analog filter, is 1 at zero frequency
and 0.707 (-3dB) at the cut-off frequency (π/8 ≈0.39 radians/sample). Note however that the

analog gain approaches 0 as ω → ∞ whereas the gain of the digital filter becomes exactly zero at
Ω = π. The shape of the Butterworth gain response is ‘warped’ by the bilinear transformation.
However, the 3dB point occurs exactly at Ω c for the digital filter, and the cut-off rate becomes
sharper and sharper as Ω → π because of the compression as ω → ∞.

5.13: IIR digital high-pass band-pass and band-stop filter design:
The bilinear transformation may be applied to analog system functions which are high-pass,
band-pass or band-stop to obtain digital filter equivalents. For example a ‘high-pass’ digital filter
may be designed as illustrated below:

Example 5.9 Design a 4th order high-pass IIR filter with cut-off frequency fs/16.
Solution: Execute the following MATLAB commands and proceed as for low-pass
[a b] = butter(4,0.125,’high’);
freqz(a,b);
[sos G] = tf2sos(a,b)

Wide-band band-pass and band-stop filters (fU >> 2fL) may be designed by cascading low-pass
and high-pass sections, but 'narrow band' band-pass/stop filters (fU not >> 2fL) will not be very
accurate if this cascading approach is used. The MATLAB band-pass approach always works,
i.e. for narrowband and wideband. A possible source of confusion is that specifying an order ‘2’
produces what many people (including me, Barry) would call a 4th order IIR digital filter. The
design process carried out by ‘butter’ involves the design of a low-pass prototype and then
applying a low-pass to band-pass transformation which doubles the complexity. The order
specified is the order of the prototype. So if we specify 2nd order for band-pass we get a 4th
order system function which can be re-expressed (using tf2sos) as TWO biquad sections.
Example 5.10: Design a 2nd (4th)order bandpass filter with W L = π/4 , W u = π/2.
Solution: Execute the following MATLAB statements:
[a b] = butter(2,[0.25 0.5])
freqz(a,b);
[sos G] = tf2sos(a,b)

MATLAB output:is:
a = 0.098 0 -0.195 0 0.098
b = 1 -1.219
sos = 1

1.333 -0.667

0.33

2

1

1 -0.1665
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Example 5.11: Design a 4th (8th)order bandpass filter with W L = π/4 , W u = π/2.
Solution: Execute the following MATLAB statements
[a b] = butter(4,[0.25 0.5])
freqz(a,b); axis([0 1 -40 0]);
[sos G] = tf2sos(a,b)
to obtain the MATLAB output:
a = 0.01 0 -0.041 0

0.061 0 -0.041 0

0.01

b = 1 -2.472 4.309 -4.886 4.477 -2.914
sos =1

2

1

1 -0.351

0.428

1 -2.

1

1 -0.832

0.49

1

2.

1

1 -0.046

0.724
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0.12
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Example 5.12: Design a 4th (8th)order band-stop filter with W L = π/4 , W u = π/2.
Solution: Execute the following MATLAB statements
[a b] = butter(4,[0.25 0.5], ‘stop’)
freqz(a,b); axis([0 1 -40 0]);
[sos G] = tf2sos(a,b)
to obtain the MATLAB output:
a = 0.347 -1.149
b = 1 -2.472

2.815 -4.237

4.309 -4.886

5.1 -4.237

4.477 -2.914

2.815 -1.149
1.519 -0.5

0.347

0.12

sos =
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1
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5.14: Comparison of IIR and FIR digital filters:
IIR type digital filters have the advantage of being economical in their use of delays, multipliers
and adders. They have the disadvantage of being sensitive to coefficient round-off inaccuracies
and the effects of overflow in fixed point arithmetic. These effects can lead to instability or
serious distortion. Also, an IIR filter cannot be exactly linear phase.

FIR filters may be realised by non-recursive structures which are simpler and more convenient
for programming especially on devices specifically designed for digital signal processing. These
structures are always stable, and because there is no recursion, round-off and overflow errors are
easily controlled. A FIR filter can be exactly linear phase. The main disadvantage of FIR filters
is that large orders can be required to perform fairly simple filtering tasks.

Problems:

5.1 Find H(z) for the following difference equations
(a) y[n] = 2x[n] - 3x[n-1] + 6x[n-4]
(b) y[n] = x[n-1] - y[n-1] - 0.5y[n-2]
5.2 Show that passing any sequence {x[n]} through a system with H(z) = z - 1 produces
{x[n-1]} i.e. all samples are delayed by 1 sampling interval.
5.3. Calculate the impulse-response of the digital filter with
1
H(z)

=

⎯⎯⎯⎯⎯
1 - 2 z -1

5.4

Draw the signal-flow graph for example 5.3, and plot its poles and zeros.

5.5 If discrete time LTI systems L1 and L2, with impulse responses {h 1 [n] } and {h 2 [n] }
respectively, are serially cascaded as shown below, calculate the overall impulse
response. Show that this will not be affected by interchanging L 1 & L 2 .

x[n]

y[n]
L1
{h1[n]}

L2
{h2[n]}

5.6. Design a 4th order band-pass IIR digital filter with lower & upper cut-off
frequencies at 300 Hz & 3400 Hz when fS = 8 kHz.

5.7. Design a 4th order band-pass IIR digital filter with lower & upper cut-off
frequencies at 2000 Hz & 3000 Hz when fS = 8 kHz.
5.8. What limits how good a notch filter we can implement on a fixed point DSP processor?
In theory we can make notch sharper & sharper by reducing the -3dB bandwidth and/or
increasing the order. What limits us in practice.
How sharp a notch can we get in 16-bit fixed pt arithmetic?
5.9. What order of FIR filter would be required to implement a π/4 notch approximately as good
as a 2nd order IIR π/4 notch with 3 dB bandwidth 0.2 radians/sample?
5.10. What order of FIR low-pass filter would be required to be approx as good as the 2nd order
IIR low-pass filter (π/4 cut-off) designed in these notes?

Chapter 6: Sampling & Reconstruction

This section is concerned with digital signal processing systems capable of operating on analog
signals which must first be sampled and digitised. The resulting digital signals often need to be
converted back to analog form or “reconstructed”. Before starting, we review some facts about
analog signals.
6.1. Some analog signal theory:
1. Given an analog signal xa(t), its analog Fourier Transform Xa(jω) is its spectrum where ω is
the frequency in radians per second. Xa(jω) is complex but we often concentrate on the modulus
|Xa(jω)|.
2. An analog unit impulse δ(t) may be visualised as a very high (infinitely high in theory) very
narrow (infinitesimally narrow) rectangular pulse, applied starting at time t=0, with area (height
in volts times width in seconds) equal to one volt-second. The area is the impulse strength. We
can increase the impulse strength by making the pulse we visualise higher for a given
narrowness. The “weighted” impulse then becomes Aδ(t) where A is the new impulse strength.
We can also delay the weighted impulse by τ seconds to obtain Aδ(t-τ). An upward arrow
labelled with “A” denotes an impulse of strength A.
6.2 Sampling an analog signal
Given an analog signal xa(t) with Fourier Transform Xa(jω), consider what happens when we
sample xa(t) at intervals of T seconds to obtain the discrete time signal {x[n]} defined as the
sequence:
{ ...,x[-1], x[0], x[1], x[2], x[3], ... }
with the underlined sample occurring at time t=0. It follows that x[1] = xa(T), x[2] = xa(2T), etc.
The sampling rate is 1/T Hz or 2π/T radians/second.

Define a new analog signal xS(t) as follows:
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x[n] δ (t-nT)
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= sampleT{x(t)}
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where δ(t) denotes an analog impulse. As illustrated in Figure 1, xs(t) is a succession of delayed
impulses, each impulse being multiplied by a sample value of {x[n]}. The Fourier transform of
xs(t) is:

X s ( jω) = ∫
=
=

∞
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∞
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If we replace Ω by ωT, this expression is ready known to us as the discrete time Fourier
transform (DTFT) of {x[n]}.

6.3. Relative frequency:
Remember that Ω is ‘relative frequency’ in units of “radians per sample”. It is related to
ordinary frequency, ω in radians/second, as follows:Ω = ωT = ω/fs where fs is the sampling rate in Hertz.

6.4 Discrete time Fourier transform (DTFT) related to Fourier Transform:
The DTFT of {x[n]} is therefore identical to the Fourier transform (FT) of the analog signal xS(t)
with Ω denoting ωT.

6.5. Relating the DTFT of {x[n]} to the FT of xa(t):
What we really want to do is relate the DTFT of {x[n]} to the Fourier Transform (FT) of the
original analog signal xa(t). To achieve this we quote a convenient form of the 'Sampling
Theorem':

Given any signal xa(t) with Fourier Transform Xa(jω), the Fourier Transform of
xS(t) = sampleT{xa(t)} is XS(jω) = (1/T)repeat2 /T{Xa(jω)}.
π

By 'sampleT{xa(t)}' we mean a series of impulses at intervals T each weighted by the
appropriate value of xa(t) as seen in fig 1.
• By 'repeat2 /T{Xa(jω)}' we mean (loosely speaking) Xa(jω) repeated at frequency intervals of
2π/T. This definition will be made a bit more precise later when we consider 'aliasing'.
This theorem states that Xs(jω) is equal to the sum of an infinite number of identical copies of
•

π

Xa(jω) each scaled by 1/T and shifted up or down in frequency by a multiple of 2π/T radians per
second, i.e.

X s ( jω) =

1
1
1
X a ( jω) + X a ( j (ω − 2π / T)) + X a ( j (ω + 2π / T)) + ⋅ ⋅ ⋅ ⋅ ⋅ ⋅
T
T
T

This equation is valid for any analog signal xa(t).

6.6: Significance of the Sampling Theorem:
For an analog signal xa(t) which is band-limited to a frequency range between -π/T and +π/T
radians/sec (±fs/2 Hz) as illustrated in Figure 2, Xa(jω) is zero for all values of ω with ⎢ω ⎢ ≥ π/T.
It follows that
Xs(jω) = (1/T) Xa(jω)

for
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-π/T < ω < π/T

⎢Xs(jω)⎜

ω
π/
T

π/
T
⎜X(jω)|

⎢

π/T

2π/
T

π/T

π/T

2π/
T

ω
Ω

⎢Xs(jω)⎜

2π/
ω
π/T
T
2π/
Figur π/T
T
This is because Xa(j(ω - 2π/T)), Xa(j(ωe+3 2π/T) and Xa(jω) do not overlap. Therefore if we take
π/ ω
T

the DTFT of {x[n]} (obtained by sampling xa(t)), set ω=Ω/T to obtain XS(jω), and then remove
everything outside ±π/T radians/sec and multiply by T, we get back the original spectrum Xa(jω)
exactly; we have lost nothing in the sampling process. From the spectrum we can get back to

xa(t) by an inverse FT. We can now feel confident when applying DSP to the sequence {x[n]}
that it truly represents the original analog signal without loss of fidelity due to the sampling
process. This is a remarkable finding of the “Sampling Theorem”.

6.7: Aliasing distortion
In Figure 3, where Xa(jω) is not band-limited to the frequency range -π/T to π/T, overlap occurs
between Xa(j(ω-2π/T)), Xa(jω) and Xa(j(ω+2π/T)). Hence if we take Xs(jω) to represent
Xa(jω)/T in this case for
-π/T < ω< π/T, the representation will not be accurate, and Xs(jω) will be a distorted version of
Xa(jω)/T. This type of distortion, due to overlapping in the frequency domain, is referred to as
aliasing distortion.

•

The precise definition of 'repeat2 /T{X(jω)}' is "the sum of an infinite number of identical
copies of Xa(jω) each scaled by 1/T and shifted up or down in frequency by a multiple of
2π/T radians per second". It is only when Xa(jω) is band-limited between ±π/T that our
earlier 'loosely speaking' definition strictly applies. Then there are no 'overlaps' which
cause aliasing.
π

The properties of X(ej ), as deduced from those of Xs(jω) with Ω= ωT, are now summarised.
Ω

6.8: Properties of DTFT of {x[n]} related to Fourier Transform of xa(t):
(i) If {x[n]} is obtained by sampling xa(t) which is bandlimited to ±fs/2 Hz (i.e. ±2π/T
radians/sec),
at fs (= 1/T) samples per second then
X(e j ) = (1/T) Xa(jω)
Ω

for

-π < Ω (= ωT) < π

Hence X(ej ) is closely related to the analog frequency spectrum of xa(t) and is referred to
Ω

as the "spectrum" of {x[n]}.

(ii) X(e j ) is the Fourier Transform of an analog signal xs(t) consisting of a succession of
Ω

impulses at intervals of T = 1/fs seconds multiplied by the corresponding elements of {x[n]}.

6.9: Anti-aliasing filter:
To avoid aliasing distortion, we have to low-pass filter xa(t) to band-limit the signal to ±fS/2 Hz.
It then satisfies “Nyquist sampling criterion”.

Example: xa(t) has a strong sinusoidal component at 7 kHz. It is sampled at 10 kHz without an
anti-aliasing filter. What happens to the sinusoids?

Solution:

It becomes a 3 kHz (=10 – 7kHz) sine-wave & distorts the signal.

6.10: Reconstruction of xa(t):
Given a discrete time signal {x[n]}, how can we reconstruct an analog signal xa(t), band-limited
to ±fs/2 Hz, whose Fourier transform is identical to the DTFT of {x[n]} for frequencies in the
range -fs/2 to fs/2?
Ideal reconstruction: In theory, we must first reconstruct xs(t) (requires ideal impulses) and then
filter using an ideal low-pass filter with cut-off π/T radians/second.

In practice we must use an approximation to xs(t) where each impulse is approximated by a pulse
of finite voltage and non-zero duration:-
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The easiest approach in practice is to use a "sample and hold" (sometimes called “zero order
hold”) circuit to produce a voltage proportional to (1/T)x(t) at t = mT, and hold this fixed until
the next sample is available at t = (m+1)T. This produces a “staircase” wave-form as illustrated
below. The effect of this approximation may be studied by realising that the sample and hold
approximation could be produced by passing xs(t) through a linear circuit, which we can call a
sample and hold filter, whose impulse response is as shown below:-
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A graph of the gain-response of the sample & hold circuit shows that the gain at ω = 0 is 0 dB,
and the gain at π/T is 20 log10(2/π) = -3.92 dB. Hence the reconstruction of xa(t) using a sample
and hold approximation to xs(t) rather than xs(t) itself incurs a frequency dependent loss (roll-off)
which increases towards about 4 dB as ω increases towards π/T. This is called the ‘sample &
hold roll-off’ effect. In some cases the loss is not too significant and can be disregarded. In other
cases a compensation filter may be used to cancel out the loss.

6.11: Quantisation error:
The conversion of the sampled voltages of xa(t) to binary numbers produces a digital signal that
can be processed by digital circuits or computers. As a finite number of bits will be available for

each sample, an approximation must be made whenever a sampled value falls between two
voltages represented by binary numbers or quantisation levels.

An m bit uniform A/D converter has 2m quantisation levels, Δ volts apart. Rounding the true
samples of {x[n]} to the nearest quantisation level for each sample produces a quantised
sequence { [n]} with elements:
[n] = x[n] + e[n]

for all n.

Normally e[n] lies between -Δ/2 and +Δ/2, except when the amplitude of x[n] is too large for the
range of quantisation levels.
Ideal reconstruction (using impulses and an fs/2 cut-off ideal low-pass filter) from [n] will
produce the analog signal xa(t) + e(t) instead of xa(t), where e(t) arises from the quantisation error
sequence {e[n]}. Like xa(t), e(t) is bandlimited to ± fs/2 by the ideal reconstruction filter. {e[n]}
is the sampled version of e(t). Under certain conditions, it is reasonable to assume that if samples
of xa(t) are always rounded to the nearest available quantisation level, the corresponding samples
of e(t) will always lie between -Δ/2 and +Δ/2 (where Δ is the difference between successive
quantisation levels), and that any voltage in this range is equally likely regardless of xa(t) or the
values of any previous samples of e(t). It follows from this assumption that at each sampling
instant t = mT, the value e of e(t) is a random variable with zero mean and uniform probability
distribution function. It also follows that the power spectral density of e(t) will show no
particular bias to any frequency in the range -fs/2 to fs/2 will therefore be flat as shown below:-
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In signal processing, the 'power' of an analog signal isπfthe
power that would be dissipated in a 1
s
Ohm resistor when the signal is applied to it as a voltage. If the signal were converted to sound,
the power would tell us how loud the sound would be. It is well known that the power of a
sinusoid of amplitude A is A2/2 watts. Also, it may be shown that the power of a random (noise)
signal with the probability density function shown above is equal to Δ2/12 watts. We will assume

these two famous results without proof.
A useful way of measuring how badly a signal is affected by quantisation error (noise) is to
calculate the following quantity:

⎡
⎤
signal power
Signal to quantisation noise ratio (SQNR) = 10 log10 ⎢
⎥ dB.
⎣ quantisation noise power ⎦
Example: What is the SQNR if the signal power is (a) twice and (b) 1,000,000 times the
quantisation noise power?
Solution: (a) 10 log10(2) = 3 dB.

(b) 60 dB.

To make the SQNR as large as possible we must arrange that the signal being digitised is large
enough to use all quantisation levels without excessive overflow occurring. This often requires
that the input signal is amplified before analog-to-digital (A/D) conversion.

Consider the analog-to-digital conversion of a sine-wave whose amplitude has been amplified so
that it uses the maximum range of the A/D converter. Let the number of bits of the uniformly
quantising A/D converter be m and let the quantisation step size be Δ volts. The range of the
A/D converter is from
-2m-1Δ to +2m-1Δ volts and therefore the sine-wave amplitude is 2m-1Δ volts.
The power of this sine-wave is (2m-1Δ)2 / 2 watts and the power of the quantisation noise is Δ2/12
watts. Hence the SQNR is:-

# 2 2m−2 Δ 2 / 2 &
2m−1
10 log10 %
( = 10 log10 #$3× 2 &' = 10 [log10 (3) + (2m −1)log10 (2)]
2
Δ
/12
$
'

= 1.8 + 6m dB. ( i.e. approx 6 dB per bit)

This simple formula is often assumed to apply for a wider range of signals which are
approximately sinusoidal.

Example: (a) How many bits are required to achieve a SQNR of 60 dB with sinusoidally shaped
signals amplified to occupy the full range of a uniformly quantising A/D converter?

(b) What SQNR is achievable with a 16-bit uniformly quantising A/D converter applied to
sinusoidally shaped signals?
Solution: (a) About ten bits.

(b) 97.8 dB.

6.12 Block diagram of a DSP system for analog signal processing

Antialiasing LPF: Analog low-pass filter with cut-off fS/2 to remove (strictly, to sufficiently
attenuate)
any spectral energy which would be aliased into the signal band.
Analog S/H: Holds input steady while A/D conversion process takes place.
A/D convertr:

Converts from analog voltages to binary numbers of specified word-length.
Quantisation error incurred. Samples taken at fS Hz.

Digital processor: Controls S/H and ADC to determine fS fixed by a sampling clock connected
via an
input port. Reads samples from ADC when available, processes them &
outputs
to DAC. Special-purpose DSP devices (microprocessors) designed specifically
for this
type of processing.
D/A convertr:
case

Converts from binary numbers to analog voltages. "Zero order hold" or "stair-

like" waveforms normally produced.
S/H compensation: Zero order hold reconstruction multiplies spectrum of output by sinc(π f/fS)
Drops to about 0.64 at fS/2. Lose up to -4 dB.
S/H filter compensates for this effect by boosting the spectrum as it approaches
fS/2.
Can be done digitally before the DAC or by an analog filter after the DAC.
Reconstruction LPF: Removes "images" of -fs/2 to fs/2 band produced by S/H reconstruction.
Specification similar to that of input filter.

Example: Why must analog signals be low-pass filtered before they are sampled?
If {x[n]} is obtained by sampling xa(t) at intervals of T, the DTFT X(ejΩ) of {x[n]} is
(1/T)repeat2π/T{Xa(jω)}. This is equal to the FT of xS(t) = sampleT(xa(t))
If xa(t) is bandlimited between π±/T then Xa(jω) =0 for |ω| > π/T.
It follows that X(ejΩ) = (1/T)Xa(jω) with Ω=ωT. No overlap.
We can reconstruct xa(t) perfectly by producing the series of weighted impulses xS(t) & low-pass
filtering. No informatn is lost. In practice using pulses instead of impulses give good
approximation.
Where xa(t) is not bandlimited between ±π/T then overlap occurs & XS(jω) will not be identical
to Xa(jω) in the frequency range ±fs/2 Hz. Lowpass filtering xS(t) produces a distorted (aliased)
version of xa(t). So before sampling we must lowpass filter xa(t) to make sure that it is
bandlimited to π±/T i.e. fS/2 Hz

6.13. Choice of sampling rate:
Assume we wish to process xa(t) band-limited to ± F Hz. F could be 20 kHz, for example.
In theory, we could choose fS = 2F Hz. e.g. 40 kHz. There are two related problems with this
choice.
(1) Need very sharp analog anti-aliasing filter to remove everything above F Hz.
(2) Need very sharp analog reconstruction filter to eliminate images (ghosts):

To illustrate problem (1), assume we sample a musical note at 3.8kHz (harmonics at 7.6, 11.4,
15.2, 19, 22.8kHz etc. See figure below. Music bandwidth F=20kHz sampled at 2F = 40 kHz.
Need to filter off all above F without affecting harmonics below F. Clearly a very sharp (‘brickwall’) low-pass filter would be required and this is impractical (or impossible actually).
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The consequences of not removing the musical harmonics above 20kHz (i.e. at 22.8, 26.6 and
30.4 kHz) by low-pass filtering would that they would be ‘aliased’ and become sine-waves at 4022.8 = 17.2 kHz, 40-26.6 = 13.4 kHz, and 40-30.4 = 9.6 kHz. These aliased frequencies are not
harmonics of the fundamental 3.8kHz and will sound ‘discordant’. Worse, if the 3.8 kHz note
increases for the next note in a piece of music, these aliased tones will decrease to strange and
unwanted effect.

To illustrate problem (2) that arises with reconstruction when fS = 2F, consider the graph below.
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Again it is clear that a ‘brick-wall filter is needed to remove the inmages (ghosts) beyond ±F
without affecting the music in the frequency range ±F .

Effect of increasing the sampling rate:

Slightly over-sampling: Consider effect on the input antialiasing filter requirements if the music
bandwidth remains at ±F = ±20kHz, but instead of sampling at fS = 40 kHz we ‘slightly oversample’ at
44.1kHz. See the diagram below. To avoid input aliasing, we must filter out all signal
components above fS/2 = 22.05 kHz without affecting the music within ±20kHz.
We have a ‘guard-band’ from 20 to 22.05 kHz to allow the filter’s gain response to ‘roll off’
gradually.
So the analog input filter need not be ‘brick-wall’.
It may be argued that guard-band is 4.1kHz as the spectrum between 22.05 and 24.1kHz gets
aliased to the range 20-22.05kHz which is above 20kHz. Once the signal has been digitised
without aliasing, further digital filtering may be applied to efficiently remove any signal
components between 20 kHz and 22.05 kHz that arise from the use of a simpler analog input
antialiasing filter.
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Analog filtering is now easier. To avoid aliasing, the analog input filter need only remove
everything above fS - F Hz. For HI-FI, it would need to filter out everything above 24.1 kHz
without affecting 0 to 20 kHz.

Higher degrees of over-sampling: Assume we wish to digitally process signals bandlimited to
±F Hz and that instead of taking 2F samples per second we sample at twice this rate, i.e. at 4F
Hz.
The anti-aliasing input filter now needs to filter out only components above 3F (not 2F) without
distorting 0 to F. Reconstruction is also greatly simplified as the images start at ± 3F as
illustrated below. These are now easier to remove without affecting the signal in the frequency
range ± F.

Therefore over-sampling clearly simplifies analog filters. But what is the effect on the SQNR?
Does the SQNR (a) reduce, (b) remain unchanged or (c) increase ?
As Δ and m remain unchanged the maximum achievable SQNR Hz is unaffected by this increase
in sampling rate. However, the quantisation noise power is assumed to be evenly distributed in
the frequency range ± fS/2, and fS has now been doubled. Therefore the same amount of
quantisation noise power is now more thinly spread in the frequency range ±2F Hz rather than ±F
Hz.
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It would be a mistake to think that the reconstruction low-pass filter must always have a cut-off
frequency equal to half the sampling frequency. The cut-off frequency should be determined
according to the bandwidth of the signal of interest, which is ±F in this case. The reconstruction
filter should therefore have cut-off frequency F Hz. Apart from being easier to design now, this
filter will also in principle remove or significantly attenuate the portions of quantisation noise
(error) power between F and 2F.
Therefore, assuming the quantisation noise power to be evenly distributed in the frequency
domain, setting the cut-off frequency of the reconstruction low-pass filter to F Hz can remove
about half the noise power and hence add 3 dB to the maximum achievable SQNR.
Over-sampling can increase the maximum achievable SQNR and also reduces the S/H
reconstruction roll-off effect. Four times and even 256 times over-sampling is used. The cost is
an increase in the number of bits per second (A/D converter word-length times the sampling
rate), increased cost of processing, storage or transmission and the need for a faster A/D
converter. Compare the 3 dB gained by doubling the sampling rate in our example with what
would have been achieved by doubling the number of ADC bits m. Both result in a doubling of
the bit-rate, but doubling m increases the max SQNR by 6m dB i.e. 48 dB if an 8-bit A/D
converter is replaced by a (much more expensive) 16-bit A/D converter. The following table
illustrates this point further for a signal whose bandwidth is assumed to be 5 kHz.

m

fS

Max SQNR

bit-rate

10

10 kHz

60 dB

100 k

10

20 kHz

63 dB

200 k

12

10 kHz

72 dB

120 k

Conclusion: Over-sampling simplifies the analog electronics, but is less economical with digital
processing/storage/transmission resources.

6.14. Digital anti-aliasing and reconstruction filters.
We can get the best of both worlds by sampling at a higher rate, 4F say, with an analog filter to
remove components beyond ±3F, and then applying a digital filter to the digitised signal to
remove components beyond ± F. The digitally filtered signal may now be down-sampled
(“decimated”) to reduce the sampling rate to 2F. To do this, simply omit alternate samples.
To reconstruct: “Up-sample” by placing zero samples between each sample:
e.g.

{ …, 1, 2, 3, 4, 5, …}

with

fS = 10 kHz

becomes {…, 1, 0, 2, 0, 3, 0, 4, 0, 5, 0, …} at 20 kHz.
This creates images (ghosts) in the DTFT of the digital signal. These images occur from F to 2F
and can be removed by a digital filter prior to the A/D conversion process. We now have a signal
of bandwidth F sampled at fS = 4F rather than 2F. Reconstruct as normal but with the advantages
of a higher sampling rate.

6.15: Compact Disc (CD) format:
Compact discs store high-fidelity (hi-fi) sound of 20 kHz bandwidth sampled at 44.1 kHz. Each
of the two stereo channels is quantised to 16-bits per sample, and is given another 16-bits for
errors protection. Music therefore stored at 44100 x 32=1.4112Mbytes/s (with FEC).
A recording studio will over-sample & use a simple analog input filter. Once the signal has been
digitised at a sampling rate much higher than the required 44.1 kHz, a digital antialiasing filter
may be applied to band-limit the signal to the frequency range ±20 kHz. So if the simple analog
input filter has not quite removed all the energy above 20 kHz, this energy is now removed (i.e.
very strongly attenuated) digitally.
So now we have a digitised signal that is definitely well band-limited within ±20 kHz. But it is
sampled at a much higher rate than can be stored on the CD. It must be ‘down-sampled’
(decimated) to 44.1 kHz for storing on the CD. If you think about it, all that is necessary is to
omit samples; i.e. if the sampling rate is four times 44.1 kHz (=196.4 kHz) , we just take one

sample, discard 3, take 1, discard 3, and so on. You are actually sampling a digital signal and it
works because of the sampling theorem. If you are not convinced, consider the 196.4 kHz
sampled version being ideally converted back to analog and then sampling this 20 kHz bandwidth
analog signal at 44.1 kHz. But you don’t actually need to do the D to A conversion and
resampling as exactly the same result is obtained by omitting samples.

Most CD players “up-sample” the digital signal read from the CD by inserting zeros to obtain a
signal sampled at say 88.2, 176.4 kHz or higher. Inserting zeros is not good enough by itself. It
creates images (ghosts) in the spectrum represented by the ‘up-sampled’ digital signal. It is as
though you have produced an analog version of xs(t) = sampleT{xa(t)} with spikes at 44.1 kHz,
and then resampled this at say 176.4 kHz (4 times up-sampling) without removing images
between ±88.2 kHz. Actually you haven’t produced this analog signal, but the effect is the same.
So these images created within the digital signal by ‘up-sampling’ must be removed by digital
filtering. The digital filter is a digital ‘reconstruction filter’ and its requirements are the same as
for an analog reconstruction filter; i.e . it must remove spectral energy outside the range ±20 kHz
without affecting the music in the range ±20 kHz. Fortunately this filtering task is much easier to
do digitally than with an analog filter.
After the digital filtering, we have a 20 kHz bandwidth music sampled not at 44.1 kHz, but now
at a higher rate, say 176.4 kHz or higher. We apply it in the normal way to a ‘digital to analog
converter’ (DAC) with staircase reconstruction. The DAC may have to be a bit faster than that
needed for a 44.1kHz sampling rate.
The DAC output will have to be low-pass filtered by an analog reconstruction filter required to
remove images (ghosts) without affecting the ±20kHz music. But the ghosts are now much
higher in frequency. In fact with four times over-sampling, the first ghost starts at 192.4 – 20
kHz which is 172.4 kHz. This gives us a considerable ‘guard-band’ between 20 kHz and 172.4
kHz allowing the analog low-pass reconstruction filter’s response to fall off quite gradually. A
simple analog reconstruction filter is now all that is required.
In conclusion, with up-sampling, the reconstruction filtering is divided between the digital and
the analog processing and simplifies the analalogue processing required at the expense of a faster
DAC. An added advantage with over-sampling is that the ‘sample & hold’ effect (up to 4 dB
attenuation) that occurs without up-sampling is now greatly reduced because effectively shorter
pulses (closer to impulses) are being used because of the four times faster DAC. Four, 8 or 16
times over-sampling was commonly used with 14-bit and 16 bit D/A converters. For 8-times
over-sampling seven zeros are inserted between each sample.

“Bit-stream” converters up- (over-) sample to such a degree (typically 256) that a one-bit ADC is
all that is required. This produces high quantisation noise, but the noise is very thinly spread in
the frequency-domain. Most of it is filtered off by very simple analog reconstruction filter.

For 256 times over-sampling the gain in SQNR is only 3 x 8 = 24 dB. This is not enough if a 1bit D/A converter is being used. Some more tricks are needed, for example noise-shaping which
distributes the noise energy unevenly in the frequency-domain with greater spectral density well
above 20 kHz where the energy will be filtered off.

Example: A DSP system for processing sinusoidal signals in the range 0 Hz to 4 kHz samples at
20 kHz with an 8-bit ADC. If the input signal is always amplified to use the full dynamic range
of the ADC, estimate the SQNR in the range 0 to 4 kHz. How would the SQNR be affected by
decreasing fS to 10 kHz and replacing the 8-bit ADC by a 10-bit device? Are there any
disadvantages in doing this?

Example: We have discussed how to change the sampling rate of a digitised signal by the
insertion or removal of samples before or after digital filtering. Consider how you could change
the sampling rate from 8 kHz to 10 kHz and also vice-versa. Then consider how you would upsample from a 16kHz sampling rate to 44.1 kHz. All this must be done without perceived
changes in duration or pitch; i.e. you can’t just increase or decrease the clock speed without
modifying the samples..

Problems:
6.1. What are the main advantages and disadvantages of implementing filtering operations
digitally rather than using analog techniques?
6.2. Is it possible to perform anti-aliasing filtering digitally. If so, why should this be a good
thing to do?
6.3. Why does increasing the sampling rate simplify the requirements for analog filtering of
signals to be digitally processed?
6.4. A DSP system for processing sinusoidal signals in the frequency range 0 Hz to 4 kHz
samples at 20kHz with an 8-bit A/D converter. If the input signal is always amplified to such a
level that the full dynamic range of the A/D converter is used, estimate the SQNR that is to be
expected in the frequency range 0 to 4 kHz. How would the SQNR be affected by decreasing the
sampling rate to 10 kHz & replacing the 8-bit A/D converter by a 10 bit device? Are there
disadvantages in this?
6.5. Instead of using sample and hold (staircase) digital to analog reconstruction, a system
reconstructs analog output signals using pulses of the same height but only T/2 seconds wide &
zero in between. This makes the pulses a little bit more like impulses and reduces the ‘sample &
hold’ roll- off effect. Using pulses of width T/4 makes the pulses even more like impulses and

reduces the sample & hold effect still further. Is this a good way of more accurately converting
from digital to analog form?
6.6. Briefly explain how the specification of the analog filters in a system using DSP is affected
by the bandwidths of the analog input and output signals and the choice of sampling rate.
6.7. Explain what is meant by “zero order hold” digital to analog reconstruction. How would
youdesign a digital filter to pre-compensate the roll-off effect with staircase reconstruction?
(Perhaps you could think about this later in the course).

Chapter 7: The Discrete Fourier Transform
7.1. Introduction:
The discrete time Fourier transform (DTFT) of a sequence {x[n]} is:
jΩ

X(e ) =

∞

∑ x[n ]e

- jnΩ

where Ω = ω / f s =ω T radians/sample

(1)

n = −∞

If {x[n]} is obtained by sampling a suitably bandlimited signal x a (t), whose analog Fourier transform is

X a ( jω ) , then
jΩ

( )

X(e ) = (1/T) X a jω

for - π < Ω = ωT < π

The DTFT provides a convenient means of computing

X a ( jω ) by a summation rather than an integral.

However, there are two practical difficulties:

(i)

the range of summation is infinite,

(ii)

X(e ) is a continuous function of Ω.

jΩ

The first difficulty enforces ‘windowing’ or restricting the sequence {x[n]} to a finite block of non-zero
samples; say for n in the range 0 to N-1. The resulting windowed sequence:
{...,0, x[0], x[1], ..., x[N-1], 0, ... }
may be represented by the finite length sequence:
{x[0], x[1], ...., x[N-1]} denoted by {x[n]} 0, N −1 .

The second difficulty means that ‘frequency-domain sampling’ must be used.

It is normal, because of the inverse DTFT formula, to consider X(ej ) for Ω in the range -π to π. For real
Ω

jΩ

signals, it would be sufficient to consider values of X(e ) only in the range 0 ≤ Ω ≤ π .

There are applications where we need to apply the DTFT to complex signals, and in such cases we then
j

need to know X(ej ) for Ω in the range -π to π. However, because the spectrum X(e ) repeats at
Ω

Ω

jΩ

frequency intervals of 2π as illustrated below, equivalent information is obtained if we evaluate X(e ) for
Ω in the range 0 to 2π instead of -π to π . This is simply because
jΩ

X(e ) = X(e

j [ Ω +2π ]

) so the spectrum from -π to 0 is repeated for Ω in the range π to 2π.

|X(exp(j Ω )|

Ω
−π

π

2π

Taking M equally spaced frequency-domain samples in the range 0 ≤ Ω ≤ 2π produces the finite
sequence of complex numbers:

{X(e )}
jΩ k

where

O , M −1

{ X(e jΩ0 ), X(e jΩ1 ), ............., X(e jΩ M −1 )}

=

(2)

Ω k = 2π k / M for k = 0, 1, ..., M - 1.

|X(exp(j Ω)|

|X[3]|
|X[0]| |X[1]|

0

Ω1

Ω2

|X[M-1]|

Ω3

π

Ω

2π

Ω

M-1

The imposition of windowing and frequency-domain sampling on the DTFT produces the following
equation:

X(e jΩ k ) =

N −1

∑ x[n] e
n=0

− jΩ k n

where Ω k = 2πk / M

(3)

which is usefully evaluated for k = 0, 1, 2, ..., M-1, so that Ωk goes from 0 to 2π. The larger M, the
easier it is to draw smooth and accurate spectral graphs. However, it is often important to evaluate just
sufficient samples to obtain an unambiguous spectral representation of a signal quickly. It may be shown
that just N frequency-domain samples are sufficient for this purpose since, in this case, an inverse
transform exists to recover the original time-domain signal from the N samples of its DTFT spectrum.
With fewer than N frequency-domain samples we cannot be guaranteed a way of getting back the original
N time-domain samples. Computing more than N frequency-domain samples has advantages for drawing
graphs, as mentioned earlier, but this would be at the cost of slowing down the computation, which for
some applications is undesirable. When M = N, the complex sequence defined by Equation 3 becomes the
Discrete Fourier Transform (DFT) of the sequence {x[n]}0,N-1.

7.2. Definition of the Discrete Fourier Transform (DFT) and its inverse
Introducing the notation:

X(e jΩ k ) = X [k ], the DFT may be defined as the transformation:

{x[ n]} O, N −1
with

X[k] =

N −1

∑ x[n]e

− jΩ k n

→ { X [ k ]} O , N −1

where Ω k = 2πk / N for k = 0, 1, 2, ....., N - 1

n=0

(4)
It is normal to consider {x[ n]} O , N −1 as a complex sequence, though in practice the imaginary parts of the
sample values are often set to zero.

The inverse DFT:

{ X [ k ]} O, N −1

→ {x[ n]} O , N −1 ,

may be performed using the formula:
N −1

x[n]= (1 / N )∑ X [k ]e jnω k for n=0, 1, 2, ....., N - 1
k =0

with Ω k = 2πk / N

(5)

7.3. Computation of the DFT directly and via the FFT
The similarity between equations (4) and (5) is exploited by computer programs able to perform the DFT
or its inverse using essentially the same code. Such a program, which implements these equations in a
direct manner, is given as a 'C' program in Table 1. This program is very slow, however, and it is possible
to speed it up by Fast Fourier Transform (FFT) techniques. Such a technique, programmed in ‘C’, is
presented in Table 2. It is quite interesting to study how the improvement of speed is achieved by using
'FFT' techniques to implement the DFT. This may be found in most DSP textbooks, but is outside the
syllabus of this section. In this section we are more interested in how to use the DFT and interpret its
results than in how it is programmed efficiently. To further illustrate the direct DFT program, a
MATLAB version is presented in Table 3. This uses the ability of MATLAB to define and manipulate
complex numbers, but is complicated slightly by the fact that all MATLAB arrays start with index 1.
Therefore instead of storing sample x[0] in array element x(0) as we may wish, we must store it in x(1).
This direct DFT MATLAB program is of academic interest only as MATLAB has an efficient fft
procedure in its 'signal processing tool-box'. To illustrate its use, Table 4 is a MATLAB program which
reads music from a 'wav' file, splits it up into 512 sample sections and performs a DFT analysis on each
section.

7.4. DFT (or FFT) for spectral analysis
Given {x[n]}0,N-1 the DFT (or FFT) gives us {X[k]}0,N-1 with N complex spectral samples from 0 to fs.
(where fS is the sampling frequency). When {x[n]} is real, we need only to plot magnitudes of X[k] for
k=0 to N/2. When N=512, k=N/2 = 256 corresponds to fs/2.
It is usual to define signal blocks starting from n=0, but, unfortunately, MATLAB arrays cannot start from
zero. If the signal is {x[n]}0,N-1 we may wish to store this in a MATLAB array called x. Or we may prefer
to adopt a different name, such as ‘array_for_x’, for the array. A shorter name may be better. These notes
often use the same name for the signal and array. To circumvent the lack of a MATLAB array element
with index zero, we store x[0] in x(1), x[1] in x(2), and so on. In general, x[n] is stored as x(1+n).
Similarly {X[k]}0,N-1 are stored as X(1) ... X(N).
We now demonstrate the use of the DFT (or FFT) to spectrally analyse segments of signals containing
and/or cosine waves.

7.4.1 FFT of the sum of two sine-waves:

Start by analyzing {x[n]}0,63 = {100cos(π/4)n) + 100cos((π/2)n) }0,63 with an FFT of order N=64.

for n=0:63

x(1+n)=100*cos(0.25*pi*n)+100*cos(0.5*pi*n);
end;
X=fft(x);
plot(abs(X(1:32))); grid on;
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Here is the magnitude spectrum obtained. There are 64
pts but we only plot 32. The horiz axis goes from 1 to 32
for frequencies 0 to fs/2 ( ≡ π).
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If we modify this program very slightly to plot the fft spectrum divided by N/2, i.e. by 32, we can then
read the sine-wave amplitudes (both 100) directly from the graph.
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Increasing the number of time-domain samples from 64 to 128 gives us more points in the frequencydomain and then we can read the frequencies and amplitudes more accurately. But it is not always
possible to take more time-domain samples. Why? The signal may not be ‘stationary’ i.e. its spectrum
may be gradually changing and the change may be too much over 128 samples.
Sticking with N=64, consider what happens if the frequency of one of the sine-waves, the higher one say,
is changed slightly. First we observe that it was π/2, corresponding to fs/4, which coincides exactly with
16π/32, one of the frequency domain sampling points, i.e. the one with k=16. What happens if we
decrease the frequency of this sine wave from 16π/32 to .15.5π/32 ≈1.522. This lies between the sampling
points with k=15 and k=16. There is no frequency sampling point at 1.522. The magnitude spectral
graph we obtain is:
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This is trouble! Now we don’t get the correct amplitude for the sinusoid at 1.522 which does not
correspond to one of the frequency sampling points. There is a 35% error in amplitude reading.
How can we overcome this problem? If we could increase N from 64, this would improve matters and in

this case would solve the problem entirely as 1.522 would coincide with one of the new freq sampling
points created by doubling N. However, this solution may not be possible as we may only have 64
samples available. The signal may be rapidly changing (non-stationary) and it may be just about possible
to consider it quasi-stationary for N=64 but not for N=128.

7.4.2 Zero-padding:
Another possible solution is to apply ‘zero-padding’ which means appending zero samples before or after
the signal to artificially increase the number of samples. This increases the number of frequency samples
produced by the FFT. Placing 64 samples in front of or after the 64 samples we analysed previously and
taking the FFT gives us a spectrum whose magnitude is shown below.
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In this case the technique has been reasonably effective in interpolating between the frequency domain
samples previously produced by the 64 point FFT and it has given us a more accurate indication of the
amplitude of the highest freq sine-wave. The ripples are interesting and will be discussed later.

7.4.3 Extension by even symmetry:
An alternative to ‘zero padding’ as a means of doubling the number of frequency-domain samples is to
extend the block of N samples by even symmetry. To illustrate for a segment of just 4 samples, {6 1 2
4}0,3 becomes either {6 1 2 4 4 2 1 6} or {4 2 1 6 6 1 2 4}. Both of these even order extension are
acceptable, but the second, pre-extension is preferred.
If the 64 samples we analyzed earlier are even order pre-extended to produce 128 samples and these are
FFT analyzed, the spectrum obtained has magnitude shown below:
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The improvement is marginal in this case and not as successful as zero-padding. But there is a special
advantage to this method of doubling the number of frequency-domain samples. It leads to the discrete
cosine transform (DCT).
Consider again the simple example where {6 1 2 4}0,3 is pre-extended to become
{4 2 1 6 6 1 2 4}
The 8-point DFT of the extended sequence is, for k=0, 1, ... 7,

X [k ] = 4 + 2e− jΩ k + e−2 jΩ k + 6e−3 jΩ k + 6e−4 jΩ k + e−5 jΩ k + 2e−6 jΩ k + 4e−7 jΩ k
X[k] = 4 + 2e-jΩk + e-2jΩk + 6e-3jΩk + 6e-4jΩk+e-5jΩk + 2e-6jΩk+ 4e-7jΩk

= e-3.5jΩk{4e3.5jΩk +2e2.5jΩk + e1.5jΩk + 6e0.5jΩk + 6e-0.5jΩk + e-1.5jΩk + 2e-2.5jΩk + 4e-3.5jΩk }

= 2e-3.5jΩk{4cos(3.5Ωk) + 2cos(2.5Ωk) + cos(1.5Ωk) + 6cos(0.5Ωk)}
(where Ωk = 2πk/8 = πk/4).
= 2e-3.5jΩk DCT[k] where

DCT[k] = 6cos(0.5Ωk) + cos(1.5Ωk) + 2cos(2.5Ωk) + 4cos(3.5Ωk)

Evaluating the DFT for k= 0 1 2 3 4 5 6 7 gives us frequency-samples from 0 to fs and if we are analysing
a real signal we only need examine the first 4 of these. So {DCT[k]}0,3, i.e. taking just the first 4 out of

the 8 DFT samples, is the ‘discrete cosine transform of {x[k]}0,3.. It is so called because the pre-extension
by even symmetry has produced a DFT which may be represented as the sum of a cosine series. The great
advantage is that the expression is purely real. There is no need for complex numbers as there is for the
DFT.

7.5 The discrete cosine transform (DCT)
7.5.1 One dimensional DCT: The 1-dimensional DCT has many forms. We have considered just one, but
it is the most commonly encountered form. In this form, given {x[n]}0,N-1 its DCT is

DCT [k ] =

N −1

⎛ ⎛ 2n + 1 ⎞ ⎞
⎟Ω k ⎟ where Ω k = πk / N
2 ⎠ ⎟⎠
⎝

∑ x[n] cos⎜⎜ ⎜⎝
n =0

Note that Ωk = 2πk/(2N) which means that frequency range 0 to 2π is sampled at 2N points. If {x[n]}0,N1 is real, we only need DCT[k] for k = 0 to N-1. This takes us from 0 to π (≡ fS/2) in N steps. (FFT of
same order gives only N/2 points in range 0 to fS/2)

Given {x[n]}0,N-1 the DFT (FFT) of this signal pre-extended symmetrically is:

⌢
X [k ] = e − jΩk ( 2 N −1) / 2 DCT [k ] for k = 0,1,...,2 N − 1

For a real signal, we might only go from k=0 to k=N-1, and we may evaluate only the modulus or
modulus squared. Then,

⌢
X [k ] = DCT [k ]
Now there are no complex numbers.
Evaluating the DCT by directly summing cosines is straightforward to program but computationally
inefficient and slow. Pre-extending and performing an FFT will be faster.
In MATLAB, the DCT is performed by X=dct(x).
The 1-dimensional DCT has an inverse transform and it is also available in MATLAB as ‘x=IDCT(X)’. It
should be pointed out that the MATLAB DCT function introduces a scaling factor which affects the
amplitudes obtained. X[k] is scaled by √[2/N] when k>1 and by √[1/N] when k=1. It is a simple matter to
reverse this scaling when plotting magnitude spectral graphs: i.e. instead of dividing by N/2 to get the

amplitudes right as we did with the DFT, we divide by √[N/2] when k>1 and by 2√[N] when k=0.
Something like that. If you are not plotting a graph but using the DCT for signal processing, i.e. taking
the DCT, modifying it and then taking the inverse DCT, you can forget about this scaling entirely.

7.5.2 The ‘two dimensional’ DCT: The DCT is widely used in sound & image processing. For the latter, a
2D version is needed
N −1 M −1

⎛ ⎛ 2n + 1 ⎞
⎞ ⎛ ⎛ 2m + 1 ⎞
⎞
X [k , ℓ] = ∑ ∑ x[n, m] cos⎜⎜ ⎜
⎟πk / N ⎟⎟ cos⎜⎜ ⎜
⎟πℓ / M ⎟⎟ for k = 0 : N − 1, ℓ = 0 : M − 1
n =0 m=0
⎝⎝ 2 ⎠
⎠ ⎝⎝ 2 ⎠
⎠

This transformation is performed by ‘X=dct2(x)’ in MATLAB where x is an array if dimension N by M.
The inverse 2-dimensional transform is available ‘x = idct2(X);’
More about the 2-dimensional DCT later.

7.6 Applications of the DFT (FFT) and DCT
The FFT is the ‘Swiss army knife’ of signal processing. Most ‘spectrum analysers’ use an FFT algorithm.
Some applications of spectral estimation are:
• determining frequency & loudness of a musical note,
• deciding whether a signal is periodic or non-periodic,
• analysing speech to recognise spoken words,
• looking for sine-waves buried in noise,
• measuring frequency distribution of power or energy
These transforms have many other uses in signal processing, e.g. filtering. To filter out a range of spectral
components,
• perform DFT or DCT,
• set the appropriate spectral samples to zero
• perform inverse DFT or DCT.
The DCT is used in MP3 compression. Spectral components we can’t hear are zeroed to save bits.

The FFT algorithm can be very efficiently implemented in hardware to apply the DFT in real time to
signals. This means that the analysis of one block or a signal is completed while the next block is still
being collected. The use of this technique in real time communications is the basis of MP3 decoding and
a modulation technique known as 'orthogonal frequency division multiplexing' (OFDM). This technique
is used in digital radio and TV transmitters and receivers, ASDL modems and IEEE 802.11g and 802.11a
wireless LAN transmitters and receivers.

Now illustrate filtering by using the DCT & IDCT to remove the higher frequency sine-wave from the
signal we have been analysing in these notes.

clear all; N=64;
for n=0:N-1

x(1+n)=100*cos((pi/4)*n)+100*sin(1.522*n);

end;

X = dct(x); for k=25:40 X(k) = 0; end;
y=idct(X);

plot(y);

grid on;
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This is the time-domain signal after idct.
There’s no sign of the higher frequency sinewave, but the ‘edge’ effects at the beginning &
end need to be improved. As we are using
‘dct’ & corresponding ‘idct’ we don’t have to
worry about the funny scaling.
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7.6.2 Use of the FFT to analyse music

Table 4 at the end of these notes presents a MATLAB program which reads a passage of music from a
‘wav’ file, splits it into 512 sample sections and performs a DFT (by FFT) analysis on each section. A
graph of a section of violin music and its magnitude spectrum is shown below.
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7.6.3 Spectral analysis of speech
File: OPERATOR.pcm contains sampled speech and SNR-12dB.pcm contains a sine-wave corrupted
with noise. The signals are sampled at 8 kHz using 12-bit A/D converter. They may be read into the
"MATLAB" program in Table 5 & spectrally analysed using the FFT. It would be meaningless to analyse
a large speech file at once. So we divide it into blocks of samples and analyse each block separately.
Blocks of N (= 512) samples may be read in and displayed. The speech analysis programs in table 5 at the
end of these is also available on:
www.kstio.com/dsp
A 512 sample block of male voiced speech is shown below (left) with its magnitude spectrum, in dB,
(right).
1500

100

1000

90

500

80

0

70

-500

60

-1000

50

-1500

0

100

200

300

400

500

600

40

0

50

100

150

200

A second example of male voiced speech block produced the following graphs
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A segment of voiced female speech and its magnitude spectrum is shown below as a third example
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In these examples, ‘pseudo-periodicity’ is seen in the time-domain for voiced speech (vowels). The term
‘pseudo-periodicity’ means that the signal is not precisely periodic like a fixed frequency sine or square
wave. The shape of the signal is slowly changing as the spoken word progresses. But there is strong
similarity between successive short segments, of which there are about 11, 8 and 25 respectively in the
three time domain speech graphs shown above.
Each of the magnitude-spectra has a fundamental & many harmonics. We can measure the fundamental to
determine pitch of the voice. Male voiced speech has generally has a lower fundamental frequency than
female speech. Unvoiced speech segments (consonants) have no or much less pseudo-periodicity.
‘Formants’ are seen as peaks in the spectral envelope and they are caused by vocal tract resonance. We
can determine vowel sound (a e i o u etc) from by determining the frequencies of the formants. In
principle, we can do speech recognition this way. Bit-rate compression is based on the same
understanding.

7.6.4. Apply 2-d DCT to a picture

Consider the processing of an original picture ‘autumn.tif’ available with MATLAB.

clear all;
rgbpic = imread('autumn.tif');

imview(rgbpic);

% input image & display

bwpic = rgb2gray(rgbpic);

% Convert to gray scale

imview(bwpic);

% Display & store image

imwrite(bwpic,'bwaut.tif','tif');

BWspectrum = dct2(bwpic);

% Apply dct

figure(1); imshow(log(abs(BWspectrum)),[]), colormap(jet), colorbar;
BWspectrum(abs(BWspectrum)<10) = 0.001;

% Make zero if <10

figure(2); imshow(log(abs(BWspectrum)),[]), colormap(jet), colorbar;
reconpic = idct2(BWspectrum);

% Apply inverse dct

imview(reconpic,[0 255]); imwrite(bwpic,'bwreconaut.tif','tif'); % Display & store

This program takes a coloured picture & converts it to grey scale. It then takes a 2-d DCT & plots a 2-D
magnitude-spectrum with a colour scale indicating the spectral amplitudes. Notice a concentration of
energy in the top corner. We then set to zero any energy values <10. This is useful for image
compression as we don’t have to code these. Then go back to an image via an inverse 2-d DCT. We can
see the reconstructed image and its modified spectrum (with lots of blue). Is there any perceivable loss of
quality?
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Original & reconstructed images with DCT spectra

7.7. Windowing and the DFT
Understanding the results obtained from the DFT (or FFT) requires an appreciation of the combined
effects of windowing and frequency-domain sampling. To gain this appreciation, it is useful to
concentrate on the DFT analysis of sinusoids as we have done already. Such analysis has revealed some
fundamental problems which must be addressed. We must first consider the effect on its DTFT of
applying a rectangular window to a signal. To be able to do this, we must derive the DTFT of a
rectangular window and understand something about ‘frequency-domain’ or 'complex' convolution.

The DFT of {x[0], x[1], ..., x[N-1] } is a frequency sampled version of the DTFT of the infinite sequence
{x[n]} with all samples outside the range 0 ≤ n < N set to zero. {x[n]} is effectively multiplied by the
‘rectangular window’ sequence {r[n]}

⎧1 : 0 ≤ n < N
⎩0 : otherwise

where r[ n] = ⎨

It may be shown that when N is even, the DTFT,

R(e jΩ ), of {r[ n]} is a ‘sinc-like’ function as plotted

against Ω below for a 20th order rectangular window:
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This ‘sinc-like’ function is also encountered when designing FIR filters as discussed in Section 4, and
causes the stop-band ripples to appear when FIR low-pass filters are designed with rectangular windows.
The magnitude of R(e

jΩ

) is shown above for a 20th order rectangular window. Note the relatively narrow

main lobe and the side-lobes. Its zero-crossings occur at Ω = ± 2π / M , ± 4π / M , etc. It is like a
‘sinc’ function in many ways. In fact, it is simply an 'aliased sinc'.

7.7.2. Frequency-domain (complex) convolution:

The product of {x[n]} and {r[n]} is {x[n] r[n]}. It may be shown (see Section 4) that the DTFT of this
product is a form of convolution between the corresponding DTFT spectra.

“Multiplication in the time-domain (windowing) is equivalent to complex convolution in the frequency
domain.”

7.7.3. DTFT of a sampled sine-wave

Consider the DTFT of {cos(Ω0n)} which exists for all time. All its energy is concentrated at Ω0 & it has
infinite energy. The magnitude spectrum has impulses at Ω = ± Ω0 as shown below:

X(exp(j Ω ))
π

π

Ω
−Ωο

−π

Ωο

π

The value π in the diagram above is an 'impulse strength' not an amplitude.

7.7.4. DTFT of a rectangularly windowed sampled sine-wave
The DTFT of {cos(Ω0n)}0,N-1 is equal to the DTFT of {cos(Ω0n).r[n]}. By frequency-domain (complex)
convolution, it may be shown that this is: P(e

jΩ

) as plotted against Ω below:
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The magnitude of this DTFT spectrum is as shown below
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As a result of the convolution, the two frequency-domain impulses of value π have now become two sinclike 'main lobes', each of amplitude about ten, surrounded by 'ripples' or 'side-lobes' with lower amplitude.
Obviously, we are hoping that the peaks tell us something about the amplitude and frequency of the cosine
wave and that we can ignore the side-lobe ripples. The amplitude of main peak (i.e. ten) divided by N/2
gives the amplitude of the sine-wave.
Increasing N gives a higher and sharper peak & more ripples.
jΩ

The graph of the modulus of P(e ) against Ω for − π < Ω < π , is a pair of sinc - like functions (modulus
taken) centred at Ω = Ω 0 and Ω = −Ω 0 , with zero crossings at Ω = ±Ω0 ± 2π/N, Ω = ± Ω 0 ± 4π / N ,
etc. Hence, the effect of the rectangular window is to cause frequency-domain spreading or "leakage" (i.e.
the introduction of side-lobes) due to the complex-convolution of
jΩ

jΩ

X(e ) with R(e ).

7.8. DFT of a rectangularly windowed sinusoid
The DFT produces a frequency-sampled version of P(ej ). The perceived effect of frequency spreading
combined with frequency-domain sampling can be confusing.
Ω

Consider the analysis of cos(Ω0n) two cases :
(1) where Ω0 lies between two freq sampling pts
(2) where Ω0 lies exactly on a freq sampling pt

(The amplitude of the sinusoid analyzed is 1, but the DTFT has not been divided by N/2. So the DTFT
peak value is N/2 = 10 rather than 1 in these graphs.)
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The effect of rectangular windowing on the DFT can now be summarised. Given a sine-wave of arbitrary
frequency, we don’t know whether or not it will line up with one of the frequency sampling points. If it
does, as in case 2, the peak of the main lobe will be sampled and all other frequency-domain samples will
be at the zero-crossings of the sinc-like function. If it does not, as in case 1, two samples will be taken of
the main lobe at either side of the peak value. We miss the peak, and samples of the ‘ripples’ are seen in
the DFT graph. If we take one of the samples at either side of the peak as an indication of the amplitude
of the sine wave, the measurement will be in error. The worst case is the one we have illustrated with Ω0
occurring exactly between two frequency sampling points. In this case, the measurement will be reduced
by 35% compared with what would have been obtained by sampling the peak. If Ω0. is not quite in the
centre between two sampling points, the reduction will not be as much. So with a rectangular window,
there can be an inaccuracy of up to about 35% in our estimation of the amplitude of a sine-wave. The
DFT graphs obtained are illustrated in fig 1 (for Case1) and fig 2 (Case 2) later in these notes.
Figure 1 shows X k

for a 64-point DFT of a sinusoid of amplitude 1 and frequency 0.7363

radians/sample. Only the first 32 points need be plotted and sample 32 corresponds to π or

f 2 /2 Hz. Therefore, the frequency-domain sampling points are

Ω 0 = 0, Ω 1 = π / 32, Ω 2 = π / 16, Ω 3 = 3π / 32,...., Ω 32 = π .
Note that 0.7363 lies between Ω7 and Ω8. Samples of the rectangular window's frequency-response, with
its side-lobes, are seen, and frequency samples 7 and 8 are strongly affected as they are closest to the
centre of the main lobe. As there is no frequency sampling point at the peak of the main lobe, this is not
seen.

The DFT magnitude spectrum X k in Figure 2 was obtained by analysing a sampled sinusoid of
relative frequency 0.7854 (= π /4) instead of 0.7363. The effect of the rectangular window is no longer
seen because the sampling points happen to coincide exactly with the zero-crossings of the

sincs N (ω /(2π )) function. This always occurs when the frequency of the cosine wave coincides exactly
with a frequency sampling point, in this case Ω 8 .

The difference between Figures 1 and 2 is undesirable, especially as the same amplitude sinusoid gives a
lower spectral peak in Fig 2, i.e. about 21, than in Figure 1. This is a difference of 20log10(32/21) ≈ 4 dB,
compared with how it appears in Fig 1. This situation is improved by the use non-rectangular window
functions.

7.9. Use of the DFT with non-rectangular windows
7.9.1 Hann window: A simple non-rectangular window is the Hann window defined for 0 ≤ n < N as
follows:

⎧0.5 - 0.5 cos((2n + 1) / N)
0
⎩

w[n] = ⎨

:
:

0≤n< N
otherwise
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The Hann window was encountered in Section 4, although we have had to re-define it now for the range
0 ≤ n < N rather than -N/2 ≤ n ≤ N/2. The Hann window has a raised cosine shape in the discrete timedomain. Given {x[n]}0,N-1 the Hann window is applied by multiplying to obtain {x[n]w[n]}0,N-1. The
effect of the windowing on a sine-wave (left) as seen in the time-domain is shown below (right). A
rectangular window would abruptly truncate the sine-wave at the window edges whereas the Hann
window gradually tapers the amplitudes of the sin-wave towards zero at the window edges.
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Effect of rectangular window (left) and Hann window(right) in time-domain.

In the frequency-domain, the effect of frequency sampling the sinc-like DTFT spectrum created by the
rectangular window has been discussed and is further illustrated below for just the main-lobe. The main
lobe is of height 10N/2 centred on Ω0 , and drops to zero on either side within 2π/N, i.e at Ω0.± 2π/N. Its
width is 4π/N. The DFT samples this main lobe at intervals of 2π/N. With luck there is a sample exactly
in the centre (case 2), with two others sampling the ‘zero-crossings’ at either side. Otherwise we miss the
centre & get two lower amplitudes (case 1).

10N/2

Ω
Ω0

Ω0

The DTFT of a 20th order Hann window compared with that of a 20th order rectangular window, again
neglecting the e-j N/2 term, is as follows.
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Hann window order 20 compared with rectangular.

In the frequency-domain, we can make the following observations:
(i) There is a broader main-lobe for Hann window and its width is approximately doubled as
compared with the main lobe obtained with a rectangular window of the same order.
(ii) Its maximum height is approximately halved.
(iii) The side-lobe levels have been reduced.

10N/4

10N/4

Ω0

Ω

The main lobe for the Hann window is plotted above for case 2 and case 1 as defined in the previous
section. It may be seen that at least three frequency domain samples (sometimes called dft or fft spectral
'bins') of the main lobe will be taken even when the sine-wave frequency Ω 0 coincides exactly with a
frequency sampling point(case 2). We often take the highest of these as the measured amplitude of the
sine-wave. Three samples are taken in case 2, and in case 1 there are 4 frequency domain samples. It
may be shown that with a Hann window, there will be an amplitude variation of only about 15% which is
still undesirable, but not as bad as the 35% we got with a rectangular window. This reduction in
amplitude estimation error for sine-waves is at the expense of some loss of spectral resolution since, with
a Hann window, three or four adjacent frequency bins are always strongly affected by a single sine-wave
and we will only know that the frequency of the sine-wave being analysed lies within the range of these
three or four frequencies.

7.9.2 Other non-rectangular windows

Hamming : very similar to Hann but a little better
Kaiser: offers a range of options from rectangular, through Hamming towards windows with even lower
ripples with broader main lobes. MATLAB command: KW = kaiser(N,beta) produces a Kaiser window
array of length N for any value of beta (β) > 0. When β= 0, this is a rectangular window. When β =
5.4414 we get a Hamming window. Increasing β further gives further reduced ripples & broader mainlobe.
Blackman, flat-top, Bartlett, windows and many more exist..
7.9.3. Analysis of the sum of 2 sine-waves with/without Hann window:
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The effect of time-domain windowing as seen in the frequency-domain, causing difficulties in estimating
the true amplitudes of sine-waves, is often referred to as the 'picket fence effect'. This effect is present
with other signals, but is clearly seen with sinusoids. We have seen that this effect is reduced, at the
expense of spectral resolution, by non-rectangular windowing.

7.10. Energy and Parseval’s Theorem
The “energy” of {x[n]}0,N-1 is:

N−1

E = ∑ (x[n])2
n=0

and the mean square value (MSV) of this segment is:

N −1

(1 / N ) ∑ ( x[n]) 2 = (1/N) E
n=0

The MSV be taken as the “power” of a periodic discrete time signal, of period N samples, for which a
single cycle is {x[n]}0,N-1 . It may be used as an estimate of the power of {x[n]}.

7.10.1. Parseval's Theorem for the DFT:

It may be shown that for a real signal segment {x[n]}0,N-1:

N −1

∑ ( x[n])
n=0

2

=

1
N

N −1

∑ ( X[k ](

2

k=0

Parseval’s Theorem allows energy and hence power estimates to be calculated in the frequency-domain
instead of in the time-domain. This is extremely useful as it allows us to see how the power of a signal
{x[n]} is likely to distributed in frequency. Is there more power at high frequencies than at low
frequencies or vice-versa?

By Parseval's theorem an estimate of the power of {x[n]}, obtained by analysing a segment {x[n]}0,N-1 , is:
N −1

(1 / N )∑ ( x[n]) 2
n =0

N −1

= (1 / N 2 )∑ ( X [k ]) 2
k =0

The usefulness of this estimate is illustrated by the following example.

7.10.2 Example: A real periodic signal {x[n]} is rectangularly windowed to give {x[n]}0,39 whose 40point DFT magnitude spectrum is as follows for samples 0 to 20:-
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Estimate the power of {x[n]} and comment on how reliable this estimate is likely to be.
If {x[n]} is passed through an ideal digital low-pass filter with cut-off frequency π/2 radians/sample how
is the power likely to be affected?

Solution: MSV of {x[n]}0,39 ≈ power of {x[n]}
= (1/1600)[2*402 +2*302 +2*202+2*102] = 3.75 squared-volts.
Reduces to 3.125 i.e. by 0.8 dB

Some care must be taken in interpreting this result and what is meant by the power estimate. For periodic
or deterministic (non-random) signal estimates from segments extracted from different parts of {x[n]}
may be similar, and the estimates could be fairly reliable. However, for random signals, there will be
considerable variation from estimate to estimate. Some form of averaging may be necessary.

7.10.3. Power spectral density estimate

For an N-point DFT,

⏐X[k] ⏐2 / N2

is an estimate of 'power spectral density' in units of Watts per “bin”.

A “bin” is a band-width 2π/N rad/sample centred on Ωk
Instead of |X[k]| against k, we often plot 10 log10 (|X[k]|2/N2) dB. against k as “power spectral density
estimate” graph.
Must take care with random signals. Each spectral estimate will be different. Some form of averaging is
often employed.

7.10.4. Spectral analysis of signals using MATLAB:

Much can be learnt about the nature of speech and other signals by examining their DFT spectra. The
following files are available for downloading from
http://www.kstioc.om/dsp
•
•

operator.pcm containing sampled speech
noisycos.pcm containing a sine-wave corrupted with additive noise.

These files were obtained by sampling short segments of speech or other signals at 8 kHz using a 12-bit
A/D converter. The signal from any of these files may be read into the "MATLAB" program given in
Table 5 and spectrally analysed using the FFT.

The effectiveness of DFT graphs in locating the presence of a sine-wave in noise, even when the sinewave cannot be seen in a time-domain graph, may be demonstrated by running the programs in Appendix
A, available also on the web site. The effect of averaging to improve spectral estimates may also be
demonstrated. For details, see the notes in Appendix A.

7.9. Problems

1. Download and run the MATLAB programs presented in Appendix A. Why is averaging effective in
locating the sinusoids hidden in noise?
2. Try the assignment presented in appendix B.

For further problems on this section see past exam papers on web-site.
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Figure 1 : Magnitude of 64 point DFT spectrum of cos(0.7363n)
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Tables referred to in Section 7
// PROGRAM DIRECT_DFT; Direct DFT test program.
#include <stdio.h>
#include <stdlib.h>
#include <math.h>
#include <graphics.h>
#define PI 3.141592654
float xr[512], xi[512], x[512], y[512]; int N, Invers;

void directdft(void) // DFT or Inverse DFT by direct method.
{

// Order=N, Real & imag parts of input in arrays xr & xi
// Output:- Real part in array X, Imag part in Y
// Invers is 0 for DFT, 1 for IDFT

int k, l; float c,e,s,wk;
if(Invers==1) e= -2.0*PI/(float)N; else e= 2.0*PI/(float)N;
for(k=0;k<N;k++)
{ x[k]=0.0; y[k]=0.0 ; wk=(float)k*e ;
for(l=0; l<N; l++) { c=cos(l*wk); s=sin(l*wk);
x[k] = x[k] + xr[l]*c + xi[l]*s;
y[k] = y[k] + xi[l]*c - xr[l]*s;}
if(Invers==1) { x[k]=x[k]/(float)N; y[k]=y[k]/(float)N;}
}
}

void Drawgraph(void)

//N.B. For TURBO C, needs EGAVGA.BGI in directory.

{ int k,ix,iy,dr,mode; float md;
detectgraph(&dr,&mode); initgraph(&dr,&mode,""); //Initialise graph mode.

clearviewport(); setcolor(15); rectangle(0,0,512,430);
for(k=0; k<N/2+1; k++)
{ iy = 430- (int)((float)k*800.0/(float)N); line(0,iy,3,iy);}
for(k=0; k<N/2; k++)
{ md=sqrt(x[k]*x[k]+y[k]*y[k]); iy = 430- (int)(md*800.0/(float)N);
ix= (int) ((float)k *1024.0/(float)N);

line(ix,432,ix,iy);

} getch(); closegraph();
}

main()
{ int i; float w;
N=64; // DFT order. Invers = 0; //Request DFT rather than inverse DFT.
printf("Enter relative frequency in radians/sampling interval: ");
scanf("%f", &w);
for(i=0;i<N; i++)

//Store N samples of cos(n) as test signal:-

{ xr[i]=cos(w*(float)i); // Real part of input
xi[i]= 0.0 ;

// Imag part of input

}
directdft();

//Call DFT procedure:-

for(i=0;i<N; i++) {printf("%4d %7.3f %7.3f\n", i,x[i],y[i]);}
Drawgraph();
}

TABLE 1: DFT by Direct Method programmed in 'C'

void fft(void)
//Order=N, must be power of 2. On entry, real pt of input in X,
// imag pt in Y, Invers=0 for DFT, 1 for Inverse DFT.
// On exit, real & imag parts of FFT or IFFT in X & Y
{ int N1,N2,NM,N2M,i,j,k,l; float e,c,s,a,xt,yt;
N2=N ; NM=N-1;
if(Invers==1) e= -PI/(float)N; else e= PI/(float)N;
for ( k=2; k<N+1; k=k+k)
{ N1=N2; N2=N2/2; N2M=N2-1 ; e=e*2.0; a=0.0;
for(j=0;j< N2M+1; j++)
{ c=cos(a); s=sin(a); a=a+e;
for( i=j; i<NM+1; i=i+N1)
{ l=i+N2; xt=x[i]-x[l]; x[i]=x[i]+x[l];
yt=y[i]-y[l]; y[i]=y[i]+y[l];
x[l]=xt*c+yt*s; y[l]=yt*c-xt*s;
}
} //end of J loop
}
if(Invers==1)
for(k=0; k<(NM+1); k++) {x[k]=x[k]/(float)N; y[k]=y[k]/(float)N ;}
j=0;
for(i=0; i<N-1; i++)
{ if(i<j) {xt=x[j]; x[j]=x[i]; x[i]=xt; yt=y[j]; y[j]=y[i]; y[i]=yt;}
k=N/2; while((k-1)<j) { j=j-k; k=k/2;} j=j+k;
} // end of i loop
}

// end of procedure FFT

TABLE 2: FFT Procedure in 'C' to replace DIRECTDFT procedure in Table 1

% Table 3: DFT by Direct Method (dmp7t3.m)
disp('Performs DFT on windowed cosine wave');
disp('Set relative frequency of cosine wave: ');
W=pi/4;
N = 64 ; % DFT order;
Invers = 0;

% Specifies DFT rather than inverse DFT

% Store N samples of cos(W*n) as test signal:- }
for n =0 : N-1
x(n+1) = cos(n*W) + j* 0 ;
end;
figure (1); plot([0:N-1],x); grid on;

% Start DFT procedure:% ==================
if Invers ==1
E = -2*pi/N
else
E = 2*pi/N
end;

for k=0 : N-1
X(1+k) = 0 + j*0 ; Wk =k*E ;
for L = 0 : N-1
C = cos(L*Wk) + j *sin(L*Wk);

X(1+k) = X(1+k) + x(1+L) * C;
end;
if (Invers == 1)
X(1+k)=X(1+k)/N;
end;
end;
% ======================
figure(2); plot([0:N-1] , abs(X),'r* '); grid on;
% =========================

Table 3 : DFT by direct method using complex arithmetic in MATLAB
(Easy to understand but very slow)

Note: To increase speed using the fft in MATLAB, replace the direct DFT statements by:
if invers==0
X=fft(x,N);
else
x=ifft(X,N);
end;

http://www.kstio.com/dsp

% Table 4: MATLAB program (dmp7t4.m) to DFT analyse a music file
clear all;
disp('Open the wav file containing music: ');
[music, fs, nbits] = wavread('cap4th.wav');
L=length(music);
disp('Performs DFT on windowed music signal');
N = 512 ; % DFT order;

%===============================
for frame = 1 : fix(L/N)
for n =0 : N-1
x(1+n) = music( 1+ (frame-1)*N + n) + j* 0 ;
end;
figure (1); plot([0:N-1] , x); grid on;

% Start DFT procedure:% ==================
X=fft(x,N);
% ======================
figure(2); plot( [0:N/2-1],abs(X(1:N/2)) ); grid on;
SOUND([x x x],fs,nbits);
pause;
disp('Press return for next frame');
end;
Table 4: MATLAB program (dmp7t4.m) to spectrally analyse a music file 'cap4th.wav'

Note: this program & the music file cap4th.wav is available on :
http://www.kstio.com/dsp

clear all;
disp('Open pcm file of speech sampled at 8kHz with 16 bits/sample');
IFid=fopen('operator.pcm','rb');

% Read all samples from operator.pcm:-.
speech = fread(IFid, 'int16');
L=length(speech);

N = 512 ; % DFT order;
H=hann(N); % samples of a Hann window of order N
%===============================
disp('Performs DFT on frames of Hann-windowed speech');

for frame = 1 : fix(L/N)

for n =0 : N-1
x(1+n) = speech( 1+ (frame-1)*N + n) + j* 0 ;
end;

figure (1); plot([0:N-1],x); AXIS([0 N-1 -2000 2000]); grid on;

% ==================
% Start DFT procedure:windowedx=x.*H';
X=fft(windowedx,N);
% ======================
figure(2); plot( [0:N/2-1],20*log10(abs(X(1:N/2))) ); grid on;
SOUND(x/4000,8000,16); % listen to the frame

pause;

disp('Press return for next frame');

end;

fclose('all');

Table 5: MATLAB script (dmp7t5.m) to spectrally analyse speech in operator.pcm

Note: this program & the speech file operator.pcm is available on:
http://www.kstio.com/dsp

The file contains monophonic speech sampled at 8 kHz with 16 bits/sample.

Appendix A
Further MATLAB programs and experiments
% playwav.m: Hear the wav file 'cap4th.wav':[x, fs, nbits] = wavread('cap4th.wav');
SOUND(x,fs,nbits);

% playpcm.m: hear a pcm file sampled at 8kHz, 16 bits/sample
IFid=fopen('operator.pcm','rb');
speech = fread(IFid, 'int16');
SOUND(speech/4000,8000,16); fclose('all');

% noisycosgen.m: generates a cosine adds noise to it & stores it in noisycos.pcm
W=pi/10 ; % one fifth of sampling frequency
for n=0 : 6000
x(1+n) = 4000*cos(W*n) + 20000*(rand - 0.5);
end;
SOUND(x/4000,8000,16);
OFid=fopen('noisycos.pcm','wb'); fwrite(OFid, x, 'int16');
fclose('all');

%anoisycos.m: Spectrally analyse noisycos.pcm:clear all;
disp('Open pcm file sampled at 8kHz with 16 bits/sample');
IFid=fopen('noisycos.pcm','rb');
s = fread(IFid, 'int16'); %Read from noisycos.pcm
L=length(s);
disp('Performs DFT on windowed speech');
N = 512 ; % DFT order;

H=hann(N); % samples of a Hann window of order N
for frame = 1 : fix(L/N)
for n =0 : N-1
x(1+n) = s( 1+ (frame-1)*N + n) + j* 0 ;
end;
figure (1); plot([0:N-1],x); grid on;
windowedx = x.*H'; % apply Hann window
X=fft(windowedx,N); % perform DFT of order N
figure(2); plot( [0:N/2-1],20*log10(abs(X(1:N/2))) ); grid on;
SOUND(x/4000,8000,16);
pause; disp('Press return for next frame');
end; fclose('all');

Note: Amplitude of cosine wave is 4000 so its power is (4000)2/2 = 8*106
Noise is uniform between ±10,000 so its power is (20,000)2/12 ≈ 33.3*106
Noise power about 4 times the signal power.
The 'signal-to-noise ratio' SNR ≈ 10 log10(8/33.3) ≈ -6.2 dB.
Cosine wave is difficult to see in time-domain, but is easily seen in fft magnitude plot.

%avnoicos.m: Spectrally analyse noisycos.pcm with averaging:clear all;
disp('Open pcm file sampled at 8kHz with 16 bits/sample');
IFid=fopen('noisycos.pcm','rb');
s = fread(IFid, 'int16'); %Read from noisycos.pcm
L=length(s);
disp('Performs DFT on windowed speech');
N = 512 ; % DFT order;
H=hann(N); % samples of a Hann window of order N

for frame = 1 : fix(L/N)
for n =0 : N-1
x(1+n) = s( 1+ (frame-1)*N + n) + j* 0 ;
end;
figure (1); plot([0:N-1],x); grid on;

windowedx = x.*H'; % apply Hann window
X=fft(windowedx,N); % perform DFT of order N
if frame==1
Y=abs(X(1:N/2));
else
Y=Y+abs(X(1:N/2));
end
figure(2); plot( [0:N/2-1],20*log10(Y/frame) ); grid on;
SOUND(x/4000,8000,16);
pause; disp('Press return for next frame');
end; fclose('all');

Note: This program is the same as the previous except that an average of up to 10 magnitude spectra is
plotted. Notice how the cosine wave becomes clearer and clearer as more and more magnitude spectra are
averaged. Notice also that the noise is appearing more and more spectrally 'flat' or white across the
frequency range 0 to half the sampling frequency.

Replacing 'noisycos.pcm' by 'noisyspe.pcm' in the program 'anoisycos.m' on the previous page allows you
to spectrally analyse a speech file corrupted by noise. Unfortunately averaging will not work now as the
speech is constantly changing.

Appendix B
DMP experiment
The file “HIMUSIC.pcm” contains a mono recording of telephone bandwidth speech or music sampled at
8 kHz. It is a binary file with each sample occupying 16 bits, i.e. two bytes. As is common, the order of
these bytes is ‘least significant byte’ followed by ‘most significant byte’ and negative numbers are
represented in 16-bit two’s complement form

It is available from: http://www.kstio.com/dsp

Note that you cannot view the contents of this file directly using a text editor, but you can see and hear
them using the MATLAB programs listed above or, more conveniently, using a wave-editor such as
COOLEDIT (now marketed by ADOBE).

This sound file “HIMUSIC.pcm” has been corrupted by in two ways:

(a) by the addition of high-pass noise above 3 kHz
(b) by the addition of a sinusoidal “tone” which starts about half way through the file.

This assignment is to develop a MATLAB DSP program which is capable of processing this recording
to improve its quality. Initially you should spectrally analyse the music to discover the frequency of the
tone. Then develop a 2-stage filtering program:

(a) To apply a tenth order FIR low-pass digital filter with cut-off frequency 2 kHz to reduce the high
frequency noise.
(b) To apply a second order IIR “notch” filter to remove the sinusoidal tone without affecting other
frequencies too severely.
A filtered sound file “MUSIC.pcm” should be produced.

Chapter 8: Processing Speech, Music & Video
8.1. Digitising speech:
Traditional telephone channels normally restrict speech to a band-width of 300 to 3400 Hz. This bandpass filtering is considered not to cause serious loss of intelligibility or quality, although it is easily
demonstrated that the loss of signal power below 300 Hz and above 3400 Hz has a significant effect on the
naturalness of the sound. Once band-limited in this way the speech may be sampled at 8 kHz, in theory
without incurring aliasing distortion. The main “CCITT standard” for digital speech channels in
traditional non-mobile telephony (i.e. in the “plain old fashioned telephone system” POTS) is an
allocation of 64000 bits/sec to accommodate an 8 kHz sampling rate with each sample quantised to 8 bits
per sample. This standard is now officially known as the “ITU-T G711” speech coding standard. Since
the bits are transmitted by suitably shaped voltage pulses, this is called "pulse-code modulation" (PCM).

Exercise: Why are the lower frequencies, i.e. those below 300Hz, are normally removed?

8.1.1.International standards for speech coding:

The CCITT which stands for “Comite Consultif International de Telephonie and Telegraphie” was, until
1993, an international committee responsible for setting global telecommunication standards. This
committee existed up to 1993 as part of the “International Telecommunications Union” (ITU) which was,
and still is, part of the “United Nations Economic Scientific & Technical Organisation (UNESCO)”.
Since 1993, the CCITT has become part of what is now referred to as the “ITU Telecommunications
Standards Sector (ITU-T)”. Within ITU-T are various “study groups” which include a study group
responsible for speech digitisation and coding standards.
With the advent of digital cellular radio telephony, a number of national and international standardisation
organisations have emerged for the definition of all aspects of particular cellular mobile telephone systems
including the method of digitising speech. Among the organisations defining standards for
telecommunications and telephony the three main ones are the following:
“TCH-HS”: part of the “European Telecommunications Standards Institute (ETSI)”. This
body originated as the “Groupe Special Mobile (GSM)” and is responsible for standards used
by the European “GSM” digital cellular mobile telephone system.
• “TIA” Telecommunications Industry Association. The USA equivalent of ETSI.
• “RCR” Research and Development Centre for Radio Systems” the Japanese equivalent of
ETSI.
Other telecommunications standardising organisations, generally with more restricted or specialised
ranges of responsibility, include the “International Maritime Satellite Corporation (Inmarsat)” and
committees within NATO.
•

Standards exist for the digitisation of “wide-band” speech band-limited, not from 300 to 3.4 kHz, but from

50 Hz to 7 kHz. Such speech bandwidths give greater naturalness than that of normal telephone (“toll”)
quality speech and are widely used for teleconferences. An example of such a standard is the “ITU G722”
standard for operating at 64, 56 or 48 kb/s. To achieve these reduced bit-rates with the wider speech
bandwidth requirement, fairly sophisticated “compression” DSP techniques are required. A later version
of G722 incorporating 24kb/s and 16 kb/s requires even more sophisticated DSP compression algorithms.
8.1.2. Uniform quantisation: Quantisation means that each sample of an input signal x(t) is approximated
by the closest of the available “quantisation levels” which are the voltages for the binary numbers of
given word-length.
Uniform quantisation means that the difference in voltage between successive quantisation levels, i.e.
step-size, delta (Δ), is constant. With an 8-bit word-length, & input range -V to +V, there will be 256
levels with Δ = V/128. If x(t) is between ±V, & samples are rounded, uniform quantisation produces error
between ±Δ/2. For each sample with true value x[n], the quantised value is
x[n] + e[n] where e[n] is an error sample satisfying: −Δ/2 ≤ e[n] ≤ Δ/2

If x(t) ever becomes larger than +V or smaller than −V, overflow will occur and the magnitude of the error
may become much larger than Δ/2. Overflow should be avoided. Then the samples e[n] are generally
unpredictable or “random” within the range −Δ/2 to Δ/2. Under these circumstances, when the quantised
signal is converted back to an analog signal, the effect of these random samples is to add a random error
or “quantisation noise” signal to the original signal x(t). The quantisation noise would be heard as sound
added to the original signal. The samples e[n] may then be assumed to have a uniform probability density
function (pdf) between -Δ/2 and Δ/2 . In this case, the probability density function (pdf) of e[n] must be
equal to 1/Δ in the range -Δ/2 to Δ/2, and zero outside this range. It may be shown that the mean square
value of e[n] is:
Δ/2

1
1 ⎡ e3 ⎤
Δ2
∫− Δ / 2 e p(e)de = ∫− Δ / 2 e Δ de = Δ ⎢⎣ 3 ⎥⎦ = 12 watts.
−Δ/2
Δ/2

2

Δ/2

2

This becomes the ‘power’ of the analog quantisation error (quantisation noise) in the frequency range 0 to
fs/2 Hz where fs is the sampling frequency, normally 8 kHz for telephone speech.

8.1.3. Signal-to-quantisation noise ratio (SQNR): This is a measure of how seriously a signal is degraded
by quantisation noise. It is defined as:

⎛
⎞
signal power
⎟⎟
SQNR = 10 log10 ⎜⎜
⎝ quantisation noise power ⎠

in decibels (dB.)

With uniform quantisation, the quantisation-noise power in the range 0 to fs/2 Hz is Δ2/12 and is
independent of signal power. Therefore the SQNR will depend on the power of the signal, and to
maximise this, we should try to amplify the signal to make it as large as possible without risking overflow.
It may be shown that when we do this for sinusoidal waveforms with an m-bit uniform quantiser the
SQNR will be approximately 6m +1.8 dB. We may assume this formula to be approximately true for

speech.
Difficulties can arise in trying to fix the degree of amplification to accommodate telephone users with
loud voices and also those with quiet voices with a step-size Δ is determined by the ADC. If the
amplification accommodates loud voices without overflow, the SQNR for quieter voices may too low. To
make the SQNR acceptable for quiet voices we risk overflow for loud voices. It is useful to know over
what dynamic range of input powers the SQNR will remain acceptable to users.
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8.1.4. Dynamic Range:
⎧ Max possible signal power that can be accommodated without overflow ⎫
10 log10 ⎨
⎬ dB.
Minimum signal power which gives acceptable SQNR
⎩
⎭

Assume that for telephone speech to be acceptable, the SQNR must be at least 30dB. Assume
also that speech waveforms are approximately sinusoidal and that an 8-bit uniform quantiser is
used. What is the dynamic range of the speech power over which the SQNR will be acceptable?
Dynamic range = 10log10( (Max possible signal power) / (Δ2/12) )
−10 log10 ( (min power with acceptable SQNR) / (Δ2/12) )
= Max possible SQNR (dB) - Min acceptable SQNR (dB)
= (6m + 1.8) − 30 = 49.8 − 30 = 19.8 dB.
This calculation is easy, but it only works for uniform quantisation. Just subtract ‘minimum
acceptable SQNR’ from ‘maximum possible signal power’, in dB. This is a rather small dynamic
range, not really enough for telephony.
8.1.5. Instantaneous companding: Eight bits per sample is not sufficient for good speech
encoding (over the range of signal levels encountered in telephony) if uniform quantisation is
used. The problem lies with setting a suitable quantisation step-size. If it is too large, small
signal levels will have SQNR below the limit of acceptability; if it is too small, large signal levels
will be distorted due to overflow. One solution is to use instantaneous companding where the
step-size between adjacent quantisation levels is effectively adjusted according to the amplitude
of the sample. For larger amplitudes, larger step-sizes are used as illustrated in Fig 8.1.
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Figure 8.1

This may be implemented by passing x(t) through a “compressor” to produce a new signal y(t)
which is then quantised uniformly and transmitted or stored in digital form. At the receiver, the
quantised samples of y(t) are passed through an “expander” which reverses the effect of the
compressor to produce an output signal close to the original x(t).

y(t)
x(t)

Compressor

Uniform
quantiser

yˆ (t )
Expander

xˆ (t )

Transmit

Figure 8.2

A common compressor uses a function which is linear for ⏐x(t)⏐close to zero and logarithmic for larger
values. A suitable formula, which accommodates negative and positive values of x(t) in the range –V to

⎧ Ax(t)
(KV)
⎪
y(t) = ⎨
1
⎛
| x(t) | ⎞ ⎞
⎪sign(x(t))⎜1 + log e ⎛⎜
V ⎟⎠ ⎟⎠
⎝
⎝ K
⎩

:

| x(t) | ≤ V

A

: V ≥ | x(t) | > V

A

+V is:
where sign(x(t)) =1 when x(t) ≥ 0 and −1 when x(t) < 0, K = 1+ loge (A) and A is a constant. This is ‘Alaw companding’ which is used in UK with A = 87.6 and K = 1+loge(A) = 5.473. This value of A is
chosen because it makes A/K = A/(1 + loge(A)) =16. If V=1, which means that x(t) is assumed to lie in
the range ±1 volt, the ‘A-law’ with A=87.6 formula becomes:

⎧⎪
16x(t)
:
| x(t) | ≤ 1
87.6
y(t) = ⎨
⎪⎩sign(x(t))(1 + 0.183log e (| x(t) |)) : 1 ≥ | x(t) | > 187.6

A graph of y(t) against x(t) would be difficult to draw with A=87.6, so it is shown below for the case
where A ≈10 making K≈3.
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With A=10, 10% of the range ( ±1) for x(t), i.e. that between ±1/A, is mapped to 33% of the range for y(t).
When A=87.6, approximately 1.14 % (100/87.6) of the domain of x(t), is linearly mapped onto
approximately 18.27 % of the range of y(t). The effect of the compressor is amplify ‘small’ values of x(t),
i.e. those between ±V/A so that they are quantised more accurately. . When A=87.6, ‘small’ samples of
x(t) are made 16 times larger. The amplification for larger values of x(t) has to be reduced to keep y(t)
between ±1. The effect on the shape of a sine-wave and a triangular wave is illustrated below.
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The expander formula, which reverses the effect of the 'A-law' compressor, is as follows:

#%
Kŷ(t)/A
: |ŷ(t)| ≤ 1/K
x̂(t) = $
K ( | ŷ(t)| − 1 )
: 1/K < |ŷ(t)| ≤ 1
%& sign(ŷ(t))e

x(t)
+1

-1

1/K

1/A
-1/A

1/K

1
y(t)

-1
Figure 8.6

Without quantisation, passing y(t) back through this expander would produce the original signal x(t)
exactly. To do this, it reduces the ‘small’ samples between ±1/K by a factor 16 (when A=86.6). If y(t) is
uniformly quantised before compression, any small changes affecting samples of y(t) between ±1/K will
also be reduced by a factor 16. So the step-size Δ used to quantise y(t) is effectively reduced to Δ/16.
This reduces the quantisation noise power from Δ2/12 to (Δ/16)2/12, and thus increases the SQNR by a
factor 162 = 256. Therefore, for ‘small’ signals the SQNR is increased by 16 dB as:
10log10(162) = 10 log10(28) = 80log10(2) ≈ 80x0.3 = 24
The quantisation noise reduces by 24dB, the signal power remains the same so the SQNR increases by
24dB in comparison with what it would be with uniform quantisation, for ‘small’ signals x(t) in the range
±1/A.

Consider what happens to changes to ‘large’ values of x(t) due to quantisation A sample of x(t) in the
range ±1 is ‘large’ when its amplitude ≥ 1/A. When x(t) =1/A, the SQNR at the output of expander is:

⎛ (16 / A) 2 / 2 ⎞
⎟⎟ dB. with A = 87.6 and Δ = 1 / 27
10 × log10 ⎜⎜
2
⎝ Δ / 12 ⎠
≈ 35 dB

When |x(t)| increases further, above 1/A towards 1, the quantisation-step increases in proportion to |x(t)|.
Therefore, the SQNR will remain at about 35 dB. It will not increase much further as |x(t)| increases
above 1/A. Actually it increases only by 1 dB to 36 dB. To the human listener, higher levels of

quantisation noise will be masked by higher signal levels. When the signal is loud you don’t hear the
noise. When signal amplitudes are small there is less masking so we want the quantisation error to be
small.

‘A-law’ companding works largely because of the nature of human perception. As it affects x(t), the
quantisation noise gets louder as the signal gets louder. There may be other factors as well, noting that
with speech, there seem to be many ‘small’ or smaller amplitude samples. For any signal x(t) with most
sample amplitudes larger than about V/32, the SQNR will remain approximately the same, i.e. about 36
dB. for an 8-bit word-length. This SQNR is likely to be acceptable to telephone users. Since A-law
companding increases the SQNR by 24 dB for ‘small’ signals we can now fall to lower amplitudes before
quantisation noise becomes unacceptable. Remember (section 8.1.4) that with 8-bit uniform quantisation,
the dynamic range (assuming a minimum SQNR of 30dB is acceptable) is 19.8 dB. In extending the
range of acceptable ‘small’ signals by 24 dB, the dynamic rage is increased by 24 dB and now becomes
approximately 43.8 dB.
The dynamic range for a 12-bit uniform quantiser would be 6x12+1.8 -30 = 43.8 dB. So A-law
companding with A=87.6 and 8-bits per sample gives the same dynamic range as would be obtained with
12-bit uniform quantisation. As may be seen in the graph below, the quantisation error for 'A-law'
becomes worse than that for '8-bit uniform' quantisation for samples of amplitude greater than V/K and
that this is the price to be paid for the increased dynamic range.

48

SQNR dB
Uniform

36

A-law

24
12
Amplitude
0

V/16

V/4

V/2

3V/4

V

of sample

Fig 8.7

In the USA, a similar companding technique known as ‘µ- Law’ ('mu'-law) is adopted:

⎛ log e ( 1 + µ x(t) /V ) ⎞
⎟
y(t)= sign(x(t))⎜⎜
⎟
log e ( 1 + µ )
⎝
⎠

µ (mu) = 255_generally_used

When |x(t)| < V / µ this formula may be approximated by y(t) = ( µ / loge(1+µ) )x(t)/V
since loge(1+x) ≈ x − x2/2 + x2/3 - … when |x| < 1. Therefore µ-law with µ = 255 is rather like A-law with
A=255, though the transition from small quantisation-steps for small values of x(t) to larger ones for
larger values of x(t) is more gradual with µ-law.

For both ‘A-Law’ and ‘mu-law’, y(t) can be generated from x(t) by means of an analog or digital
compression circuit. In analog form, the circuit could be a non-linear amplifier (comprising transistors,
diodes and resistors). A digital compressor would convert from a 12-bit uniformly quantised
representation of x(t) to an 8-bit uniformly quantised version of y(t) by means of a "look-up" table stored
in memory. Alternatively, it may be realised that the 8-bit G711 ‘A-law’ sample is in fact a sort of
‘floating point number with bits allocated as shown below.
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Such samples are generally transmitted with the even order bits M0, M2, X0, and X2 inverted for some
reason. The value represented is
(-1)S+1 . m . 2x-1
where the exponent x = (X2 X1 X0)2 , S is the ‘sign’ bit, and the mantissa m is:
m = (1 M3 M2 M1 M0 1 0 0 0)2 if x>0
or (0 M3 M2 M1 M0 1 0 0 0)2 if x=0

8.2 Further reducing the bit-rate for digitised speech
A conventional PCM system encodes each sample of the input waveform independently and is capable of
encoding any wave-shape so long as the maximum frequency component is less than one half of the
sampling frequency. Analysis of speech waveforms, however, shows that they have a degree of
predictability and general trends may be identified allowing one to make estimates as to which sample
value is likely to follow a given set of samples. The existence of this predictability means that part of the
information transmitted by conventional PCM is redundant and that savings in the required bit-rate can be
achieved.

Speech has 'voiced' and 'unvoiced' parts corresponding to spoken 'vowels' and 'consonants' respectively.
The predictability lies mostly in the voiced speech portions, and these are the loudest (in telephone
speech) and the most critical. Voiced speech has periodicity which means that a 'characteristic waveform',
looking like a decaying sine-wave, is repeated periodically (or approximately so) when a vowel is being
spoken.
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Figure 8.9a

The shapes of the individual characteristic waveforms for voiced speech are to some extent predictable
from the first few samples. Also, once one of these characteristic waveforms has been received, the next
one, being similar, can be predicted in its entirety. The prediction will not be 100% accurate and a
"prediction error" signal is sent to correct the errors. Sending an error signal, however, is more efficient
than sending the whole voiced speech waveform.

Volts

t

Figure 8.9b: A single ‘characteristic waveform’ for voiced speech

A study of voiced speech and the mechanism by which it is produced by humans reveals that the decaying
sine-wave shape of each characteristic waveform is due to vocal tract resonances, i.e. the way sound is
'coloured' by the shape of the mouth. Imagine clapping your hands in a ‘cave’ or large empty building.
You are ‘impulsively exciting the cavity and you hear resonance and perhaps even echoes. The nature of
the resonance or echoes depends on the shape of the cave or building. If you clap your hands repeatedly
say once per second, you will get a repeated sequence of decaying sine-waves. In the same way,
impulses caused by the vocal cords vibrating and ‘snapping closed about say 120 times per second

repeatedly excites the cavity which is your mouth. The similarity of repeated characteristic waveforms is
due to the pitch of the voice as controlled by the vocal cords.

Unvoiced speech does not have this approximately periodic form and is a random or noise-like waveform.
In speech band-limited from 300 to 3400 Hz, it is generally lower in amplitude than voiced speech and the
exact shape of its noise-like waveform is not critical for perception. Almost any noise-like waveform will
do as long as the energy level is correct, i.e. it is not too loud nor too quiet. Encoding unvoiced segments
of speech is easier than encoding voiced segments if we go to the trouble of separating them at the
transmitter and encoding them in separate ways.

These known characteristics of speech can be exploited to reduce the required bit-rate. Further bit-rate
savings are possible by exploiting what we know about human perception, i.e. how sound is heard by the
human ear. Some of the factors which allow speech bit-rate compression are listed below:1. Higher amplitude sample values can be quantised less accurately than lower ones since perception
of the quantisation noise will be masked by the higher signal value. This factor is exploited in Alaw quantisation.
2. Adjacent samples are usually fairly close in value, therefore encoding the differences between
adjacent samples rather than the sample values themselves is generally more efficient for speech.
3. For voiced speech, ‘characteristic waveforms’ are repeated quasi-periodically.
4. The shape of each characteristic waveform is, to some extent, predictable from the first few
samples.
5. In 300-3400 Hz bandlimited speech, unvoiced segments are generally quieter than voiced
segments and only the energy, rather than the wave-shape itself, is critical for perception.
6. In a 2-way conversation there will be pauses in speech of about 60 % duration per speaker.
7. The human ear is generally considered insensitive to the phase spectrum of telephone speech,
therefore only the magnitude spectrum need be correct.
8. The ear is more sensitive in some frequency ranges than in others
9. The audibility of low level frequency components will be 'masked' by adjacent higher level
components, thus allowing the masked components to be not transmitted.
8.2.2. Differential coding:

The principle of differential coding is to encode the differences between samples rather than the samples
themselves. Where the differences are transmitted by PCM this is called “differential PCM” or for short,
“DPCM”.

8.2.3. Simplified DPCM coder and decoder

Fig 8.10a

Fig 8.10b

The quantiser effectively adds a “quantisation noise” sample q[n] to each difference sample e[n].
Assuming that at some time n, ŝ [n-1] at the receiver is equal to s[n-1] at the transmitter
( e.g. both may be zero on “switch-on”), then ŝ [n] will be equal to s[n-1] +e[n] + q[n]. Therefore:

ŝ [n] = s[n-1] + (s[n] - s[n-1]) + q[n] = s[n] + q[n].
If q[n] is small then this means that s[n] ≈ ŝ [n]. Now since ŝ [n] ≈ s[n] it follows also that ŝ [n+1] will
be close to s[n+1], and so on for sample n+2, n+3, etc.

Samples of {e[n]} should be smaller than those of {s[n]} for signals such as voiced speech (spoken
vowels). This is because, as frequency spectral analysis of short segments of vowel sounds would reveal,
the power is considerably greater at lower frequencies (i.e. below about 1 kHz) than at higher frequencies
in the range 0 Hz to 3.4 kHz. Consequently, large changes in the time-domain waveforms will tend to
quite occur gradually and any rapid changes will be relatively small in magnitude. Unvoiced speech
sounds (consonants) do not have these properties, but in telephone speech, they tend to be much lower in
magnitude than vowels. Hence it is argued that speech is well suited to differential coding, and similar
arguments can be put forward for video. Because the amplitudes of samples of {e[n]}, are expected to be
mostly lower than those of {s[n]}, it may be anticipated that samples of {e[n]} can be encoded more
accurately given the same number of bits per sample; or equally accurately using fewer bits per sample.

Although the diagrams above illustrate the principle of differential encoding, they need to be modified in
two ways to make them practical. Firstly we modify the receiver by multiplying sˆ[n − 1] by a constant α
slightly less than one (say α = 0.99) before it is added to eˆ[n]. This causes any difference between

sˆ[n − 1] at the transmitter and sˆ[n − 1] at the receiver, as would exist at "switch-on" for example or after a
channel error, to be gradually reduced over about 100 samples or so and eventually forgotten. Secondly
we modify the transmitter by incorporating a copy of the receiver to derive s[n] as it would be seen at the
receiver. Then instead of quantising and transmitting the difference between s[n] and s[n-1], we quantise
and transmit the difference between s[n] and α ŝ [n-1]. This means that the transmitter takes into account
the fact that when sˆ[ n ] is constructed at the receiver, it may be different from s[n] at the transmitter
because of the effects of quantisation. It is clearly better to try to send e[n] = s[n] −α ŝ[n − 1] than
e[n] = s[n]−s[n-1] since adding e[n] on to −α ŝ[n − 1] at the receiver would then produce s[n] exactly.
However we have to quantise e[n] and the effects of this quantisation of e[n] mean that we don't quite get
s[n] at the receiver.
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Encode the difference between s[n] and αs[n-1] instead of the difference between s[n] and s[n-1]. The
diagram above simplifies to:
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DPCM with an adaptive quantiser, i.e. with a PCM coder which adapts its step-size according to the
characteristics of the signal e[n] forms the basis of the ITU “32 kb/s ADPCM” (G726) standard for
speech coding.

8.2.4. Linear prediction coding (LPC) –:

The concept of differential coding may be described in terms of prediction. Consider again a differential
quantiser as shown below:

Figure 8.13

The reconstructed speech sample at time n-1, i.e. s[n-1], may be considered as a prediction to the next true
speech sample s[n]. The "z-1" box means "delay by one sample". We are predicting that the true speech
sample will be identical to the previous reconstructed sample. The prediction will not be totally accurate
and the prediction error will be e[n] as indicated. If the prediction is good, s[n-1] will be close to s[n] and
e[n] will be small. Fewer bits will then be needed to quantise e[n] to a given accuracy.
It is conceivable that better prediction may be made from a knowledge of not only one previous value of
s[n], but of several previous samples. A trend may be discernible in such samples which may be useful.
Therefore, we form a prediction to each input sample s[n] by summing a number of consecutive previous
samples of s[n], each multiplied by a constant, as illustrated below:+
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The prediction is being calculated by an FIR digital filter whose coefficients are b1, b2, b3, ..., bM . It is of
order M. We can call it a digital “short term prediction” filter. The short term prediction filter must be
adaptive, i.e. its coefficients must be changed every 100 or 200 samples say. This means that a new set of
coefficients must be calculated for each block of typically 10 or 20 msec of speech. Instead of coding and
transmitting speech samples s[n], we code and transmit the "prediction error" e[n] and coefficients b1, b2,
..., bM for each block of say 100 or 200 samples. From this information, a receiver can reconstruct an
approximation ŝ [n] to the speech s[n] as follows:
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M is normally between 6 and 12. The error signal {e[n]}, apart from being reduced in power as compared
with the input speech has special properties which allow a satisfactory approximation to be coded very
efficiently. In fact, all that is needed at the receiver to obtain intelligible speech is to replace {e[n]} by a
quasi-periodic series of impulses for voiced speech and a pseudo-random noise-like waveform for
unvoiced. The energy must be correct, and also the periodicity for voiced segments. Therefore, a 'stylised'
representation of {e[n]} may be transmitted for each speech block as follows:

(i) An unvoiced/voiced decision parameter (1 bit)
(ii) An amplitude parameter ( a single number: 8 bits say)
(iii) A pitch-period parameter (a single number: 8 bits say)

Therefore for 20 ms blocks of speech, if we represent {e[n]} in this stylised way and represent the 10 short
term prediction filter coefficients using a total of 31 bits, we need only transmit 48 bits per 20 ms frame
which means an overall bit-rate of 2400 bits/second.
Bit-rates of 2.4 kbits/sec and below may thus be achieved, with some loss of speech quality, and linear
prediction (LPC) coders at such bit-rates are widely used in military communications. However, the
speech quality obtainable at bit-rates as low as 2.4 kb/s is not yet good enough to be acceptable for
commercial telephony. You can hear examples of “LPC-10”, i.e. 10th order linear prediction coding as
used at 2400 bits/s for military communications, on various web-sites.

8.2.5. Waveform coding and parametric coding.

We have now seen examples of two different types of coding: waveform coding and parametric coding.
PCM, and differential PCM are waveform coding techniques which try to preserve the exact shape of the
speech waveform as far as possible with the allowed bit-rate. They are relatively simple to understand and
to implement, but cannot achieve very low bit-rates. Linear predictive coding (LPC) is a parametric
technique. It does not aim to preserve the exact wave-shape, and represents features of the speech signal
which are expected to be perceptually significant by sets of parameters such as the bi coefficients and the
parameters of the stylised error signal. Parametric coding is considerably more complicated to understand
and implement than waveform coding, but can achieve much lower bit-rates.

8.2.6. “Regular pulse excited linear predictive coding with long term prediction” (RPE-LTP)

This is the original speech coding technique used by GSM mobile telephones and is known as the “GSM
06.10” algorithm. It is one of many linear prediction speech coding techniques in regular use in mobile
telephony, and is considered to be relatively simple by today’s standards. Its bit-rate is 13 kb/s which is a
considerably less than the 64 kb/s of G711 (A-law or mu law PCM). This produces 260 bits for each 20
ms block of speech. Error control coding (FEC) allows bit-errors to be detected and sometimes corrected
and this adds 196 bits per 20 ms speech block to produce 456 bits per block and an overall bit-rate of 22.8
kb/s.
The RPE-LTP algorithm is based on the concept of short term linear prediction described above and
calculates the short term prediction filter coefficients and the short term prediction error {e[n]} in the
same way. Also, it determines the periodicity within voiced speech due to the vibration of the vocal cords.
However, it does not adopt the “stylised” description of {e[n]} used to achieve very low bit-rates (around
2.4 kb/s) with considerable loss of quality.
Instead, RPE-LTP then employs a ‘long term prediction’ (LTP) filter to cancel out this periodicity as far
as possible from the residual e[n]. If the ‘characteristic waveforms’ repeat at intervals of 100 samples say,
the pitch period is 100 samples and applying the following long term prediction filter to the residual will,
in principle, remove the periodicity. In practice most of the periodicity can be removed to leave a loweramplitude noise-like residual. The multiplier K is applied to compensate for the signal getting slightly
louder (K<1) or softer (K>1) as is to be expected with speech.
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Figure 8.16

K

Therefore, RPE-PTP employs a ‘short term predictor’ followed by a ‘long term predictor’. Once long
term prediction has been applied to {e[n]}, the remaining signal is no longer periodic, and hopefully small
in magnitude. It is encoded by a technique known as “regular pulse excitation” coding which first divides
each 20 ms (160 sample) block into four 40 sample sub-blocks and down-samples each of these by a
factor of three, discarding two out of three samples. Depending on the starting sample, this produces
evenly spaced 13-value sub-sequences. The algorithm picks the sub-sequence with the most energy; that
is with the highest sum of squared values. A 2-bit index transmits the choice to the decoder. The 13
samples are quantised using 45 bits with 3-bit per sample and a 6-bit overall scaling factor to determine
the optimum step-size. At the receiver, the non-periodic residual is decoded and applied to an inverse
LTP to put back the periodicity that was removed. The resulting periodic signal e[n] then becomes the
input to the short-term inverse LPC filter to reconstitute speech as illustrated below.
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8.2.7 Code-excited linear prediction coding (CELP)

This is based on similar principles to the coding technique described above and has a short and long term
predictor at the transmitter to produce a low level noise like residual. The big difference lies in how the
residual is encoded. The technique used is ‘analysis by synthesis’. In principle, the idea is to have two
identical code-books, one at the transmitter and one at the receiver. The codebooks contain duplicate
segments of candidate excitation signals, each typically 40 samples in duration. Each codebook has an Mbit index where M may be 10 say. In this case each codebook has 1024 possible 40-sample sequences,
indexed 0, 1, 2, …, M. Having used a short term and long term prediction to produce a residual segment
of say 160 samples, the transmitter splits this into four 40-sample sub-segments and tries each of its codebook entries in turn to find the best one to use as an excitation signal. Once the best one has been found,
only its index need be transmitted as the receiver can find the same sub-sequence it its duplicate codebook. Four indices must be transmitted for each 160 sample block of residual. It is a pity we have to have
four sub-blocks rather than dealing with the whole 160 sample segment in one go, but the computation
would be prohibitive with the latter approach.
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Fig 8.18 A simplified view of CELP
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The use of ‘analysis-by-synthesis’ to find the best codebook entry at the transmitter means that the
transmitter has a copy of the receiver. For each 40 sample sub-segment, it applies each codebook
candidate entry in turn to the long and short term synthesis filters to synthesise the speech as it would be
synthesised the receiver. It then analyses what has been synthesised by comparing the shape of the
synthesised waveform, {xsynth[n]}0,39 with the actual speech sub-segment
{x[n]}0,39 being encoded. The closeness of the shape of the synthesised sub-segment of speech to the
original is measured by computing the cross-correlation function between them. This is equivalent to
computing
39

S =

∑ ( x[n] − kx

synth

[n])2

n=0

where k is implicitly optimised to make this ‘sum of squared differences’ as small as possible. To put this
nicely,
39

S = min ∑ ( x[n] − kx synth [n])2
k

n =0

If we have to double the codebook entry to make it as close as possible to the speech sub-segment, this is
implicitly done when we use cross-correlation. We are comparing two sequences where the amplification
of one is optimised to make them as close as possible. Note that k can be made negative it that serves to
make k times {xsynth[n]}0,39 closer to {x[n]}0,39 We are actually comparing their ‘shapes’ not their
magnitudes and this means that each codebook entry can be given the same loudness. In CELP coders,
the cross-correlation is weighted to take into account some characteristics of human sound perception, i.e.
it is ‘perceptually weighted’.

In early forms of CELP, the codebooks were simply populated with samples of pseudo-random noise.
Many other ideas have been tried, but this basic approach is computationally expensive. More recent
versions of CELP use an ‘algebraic’ approach to generating code-book entries.

8.2.8. Algebraic CELP (G729)

The ‘codebook search’ is the most computationally expensive component of a CELP coder. Great
economy is achieved by the use of an ‘algebraic codebook’. Instead of being read from a code-book, the
excitation for each sub-segment is constructed by positioning a suitable number of positive or negative
unit impulses within the sub-segment. A search is made among a range of possible impulse positions, the
suitability of each one being evaluated by comparing the synthesised speech with the original speech with
perceptual weighting.

Each sub-segment is divided into five interleaved sets of possible pulse locations :
{1,6,11,16,21,26,31,36}, {2,7,12,17,22,27,32,37}, …, {5,10,15,20,25,30,35,40} referred to as ‘tracks’.

We can position one positive or negative (±) unit impulse per track within each of the first three of these
tracks, and a fourth ±1 impulse within either the fourth or the fifth track. We must choose the best
possible positions and polarities for these impulses. By ‘best’ we mean the locations which produce the
maximum cross-correlation between synthesized and original speech. Searching for the best combination
involves trying all possibilities and measuring their suitability by the ‘analysis-by-synthesis’ process
described above. Clearly many combinations of possible pulse positions must be analysed and this is still
computationally expensive but not as much as the previous approach. Actually, there is no code-book
now. Coding the positions and polarities of these four unit-impulse positions requires (3 times 3) + 4 +4
bits = 17 per sub-segment i.e. 68 bits per 20 ms frame.

Exercise: How many ‘analysis-by-synthesis’ comparisons of 40-sample sub-segments must be made for
(a) the original form of CELP as described in the previous section with code-book index M=10 and for (b)
algebraic CELP as just described. Can the algebraic CELP search be made more efficient?

8.3. Digitising music:
Standards exist for the digitisation of ‘audio’ quality sound acceptable for listening to music as well as
speech. Perhaps the most well known standards are CDDA used for compact disks and MP3. CDDA
requires a 44.1kHz sampling rate, 16 bits per sample per stereo channel with an additional 16 bits per
sample for error coding. MP3 uses compression to achieve 128 kb/s or less.
8.3.1 Audio format for CDs (CDDA): For traditionally defined hi-fi, assuming limits of human hearing are
20 to 20000 kHz, we can low pass filter audio at 20kHz without perceived loss of frequency range. To
satisfy the Nyquist sampling criterion, we need to sample at more than 40kHz. Sampling at around 40
kHz would mean that all energy above 20Hz must be filtered out without affecting the sound in the range
20-20kHz. This would require a very sharp anti-aliasing filter. Hence the sampling frequency is made a
little higher, i.e. 44.1 kHz to relax the antialiasing filter specification. There are normally 2 channels, and
uniform quantisation is adopted. To give an acceptable dynamic range, 16 bits per sample per channel is
required though higher wordlengths are now being proposed and are used in professional audio recording
studios which mix many channels to produce the final audio recording. Clearly the effects of quantisation
noise will accumulate when many channels are mixed together.
The overall bit-rate is for CD recordings, including extra bits for error correction (FEC), is about 2.83
megabits per second which is rather high for many applications especially in telephony and broadcasting.
Fortunately the bit-rate can be reduced by DSP ‘compression’ techniques which take advantage of the
properties of human hearing. Although these compression techniques are classed as being “lossy”, i.e.
they are not like “ZIP” techniques used for computer software and word-processor documents, the
distortion they introduce to achieve bit-rate reduction is controlled in such a way that it is largely
imperceptible.
8.3.2 MPEG Important standards in this area come from the “Motion Picture Experts Group (MPEG)” as
part of the “International Organisation for Standardisation (OSI)”. The MPEG group is concerned with
both “hi-fidelity” audio, video and the synchronisation between these two and related data streams. The
MPEG audio standards may be used independently from the others, and are used, for example, for “digital
audio broadcasting (DAB)”which is digital radio. Many broadcasting companies, including the BBC in
the UK, use the “MUSICAM” standard for DAB which is essentially the audio part of an MPEG standard
known as “MPEG-2”.

There are essentially three MPEG ‘layers’ each offering a range of possible sampling rates (32, 44.1 or 48
kHz) and bit-rates from 224 kb/s down to 32 kb/s per channel. The difference between the three layers
lies mainly in the complexity of the DSP processing required and, as a result of this, the music quality
obtained at a given bit-rate. MPEG –1 is the simplest and is best suited to higher bit-rates: for example the
Philips digital compact cassette (DCC) uses MPEG-1 at 192 kb/s per channel. MPEG-2 has an
intermediate complexity and is suited to bit-rates around 128 kb/s: DAB uses MPEG-2. MPEG-3 is the
most complex but offers the best audio quality and can be used at bit-rates as low as 64 kb/s. MPEG-3 has
been proposed for the real time transmission of music over ISDN telephone lines, though it is now being
widely used for the distribution of musical recordings via the Internet. All three MPEG layers are simple
enough to be implemented on a single DSP chip as a real time decoder. MP3
8.3.3 Introduction to MP3
CD recordings take little account of the nature of the music and music perception. Studying the human
cochlear and the way the ear works reveals that frequency masking and temporal masking can be
exploited to reduce the bit-rate required for recording music. This is ‘lossy’ rather than ‘loss-less’
compression.
Although the human ear can detect sound in the frequency range 20-20kHz, it is not equally sensitive to
sound at different frequencies. In fact the normal ear is most sensitive to sound between about 1 kHz and
4 kHz and the sensitivity reduces for sounds outside this range. An experiment with human listeners
carried out in 1933, by Fletcher and Munson, established the ‘equal loudness contour graphs’ reproduced
below. Taking any of these contours, it is believed that human listeners find the sound equally loud even
though the actual sound level varies with frequency. The sound level is expressed in dBs relative to an
agreed standard reference sound level of 20 micro-Pascals where a Pascal, a measure of pressure, equals a
force of 1 Newton applied to an area of 1 square meter. Very approximately, 1 Newton is the gravitational
force on an apple, i.e. its weight. Since our ear-drums are much smaller than 1m2, it is not surprising that
the reference sound pressure is in micro-Pascals. The dB scale is referred to as dB_SPL. According to
these contours a 1Hz tone whose level is 0 dB_SPL is perceived as being just as loud as a 100 Hz tone at
about 25 dB. The contour is shown dotted is the threshold of hearing and a tone below this level at any
frequency will not be heard,. A 100 Hz tone whose level is below 10 dB_SPL or a 1kHz below -10
dB_SPL will not be heard. We can call this dotted line the ‘masking contour in quiet’. The term ‘in
quiet’ is used because this masking contour will change when there are strong tones within the music
being heard as we shall see.
MP3 is a frequency-domain encoding technique which takes 50% overlapping frames of either 1152 or
384 samples according to whether the music is slowly or rapidly changing. At a 44.1 kHz sampling
frequency, these frames contain about 26.12 ms or 8.7 ms of music depending on the choice of a ‘long’ or
a ‘short’ frame. The sound is split into frequency sub-bands spanning the required frequency range say 0
to 20 kHz.
The splitting is done in two stages, firstly by a bank of 32 FIR band-pass filters each of order 512. The
output from each filter, with a bandwidth 1/32 times the original bandwidth, may be down sampled by a
factor 32 without loss of information. This is because of a generalisation of the sampling theorem which
tells us that, under certain circumstances, easily arranged in practice, no information is lost provided the
sampling frequency is more than twice the bandwidth of a signal. Not the highest frequency component
but the bandwidth.
To illustrate this, consider what happens if a signal bandlimited from 40 to 60 kHz is sampled at 40 kHz.
Aliasing, yes, and this shifts an image (ghost) of the 40-60 kHz band down to the frequency range 0 to
20kHz. If there were any frequency content already in this 0-20kHz range, distortion would occur. But if
the original signal is truly band limited from 40-60 kHz, there will be nothing there, so no information is
lost in the sampling process.

The down-sampled output from each of the 32 band-pass filters is further split into either 36 or 12 subbands by means of a discrete cosine transform (DCT) according to whether the frame is ‘long’ or ‘short’.
This is equivalent to having a total of 36x32 = 1152 or 12 x 32 = 384 frequency sub-bands for each ‘long’
or ‘short’ frame respectively.
Once spectrally spit in this way, the frequency-domain samples can be coded instead of the time domain
samples. There are already advantages to be seen in this ‘sub-band coding’ approach, especially for
music, since spectral energy may be found to be concentrated in certain frequency bands and may be very
low in others. So we can assign more bits to some frequency-domain samples than others. The equal
loudness contours may be used to advantage here.
Define the ‘signal to masking’ (SMR) ratio at a given frequency to be the degree to which the energy at
that frequency exceeds the ‘masking threshold’ contour at the same frequency. Then the SMR may be
used too determine the number of bits allocated to the spectral samples within that band. If the energy in a
band falls below the threshold of hearing, it need not be encoded at all.
A more significant advantage of frequency-domain (sub-band) coding is realised when we consider
perceptual acoustics (psycho-acoustic modelling) and the phenomena of frequency (simultaneous)
masking and temporal masking.

Definition of frequency masking: ‘A strong tonal audio signal at a given frequency will mask, i.e. render
inaudible, quieter tones at nearby frequencies, above and below that of the strong tone, the closer the
frequency the more effective the matching’.
The masking is characterised by a ‘spreading’ function, an example of which is sketched below for a
strong tone (60 dB_SPL) at 1kHz. Many different assumptions about spreading functions are seen in the

literature. In these notes we make a very simplified assumption that the curve is approximately triangular
when plotted on a log frequency scale and drops at approximately 40 dB per increasing octave (doubling
of frequency) and 100 dB per decreasing octave (halving of frequency). Plotting this spreading function
on a linear scale gives the graph shown on the right. This graph is not optimal and spreading functions
will change in shape with changing frequencies and amplitudes. But this simple graph serves to give us
the idea.
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This approximation is derived from the sometimes quoted +25 and -10 dB per Bark triangular
approximation (see WIKI) assuming approximately 4 Barks per octave. The Bark scale is an alternative
and perceptually based frequency scale which is logarithmic for frequencies above 500 Hz. More accurate
spreading functions are highly non-linear, not quite triangular, and vary with the amplitude and frequency
of the masker.
This spreading function represents a threshold of hearing for frequencies adjacent to the strong tone. A
tone below the spreading curve will be masked and need not be encoded. So if there are strong tones
within the music signal, the masking threshold graph will be rather different from the threshold of hearing
contour ‘in quiet’ illustrated earlier. Taking an example of having two tones, at 800 Hz and 4 kHz, the
masking threshold graph may look something like the following graph.
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If this graph is taken as the masking threshold and bits are allocated according to the SMR relative to this
graph, a more efficient and economic coding scheme is possible. Such a graph may be derived for each
long or short frame of music by taking a 1024 point FFT to obtain a magnitude spectrum and identifying
the tones within this spectrum. The ‘masking threshold in quiet’ may then be modified in the vicinity of

any identified strong tones by taking the highest of the ‘masking threshold in quiet’ and the spreading
functions for each identified tone.
Frequency masking is often called ‘simultaneous masking’. In addition to frequency masking, there is
another psycho-acoustic phenomenon which affects the way the ear perceives certain time-domain or
temporal characteristics of sound waveforms. This is ‘temporal masking’ which is defined as follows.
Definition of temporal masking: ‘A loud sound will mask i.e. render inaudible a quieter sound occurring
shortly before or shortly after it. The time difference depends on the amplitude difference’.
Essentially this means that the effect of frequency masking will continue to some degree for up to about
200 ms after the strong tone has finish, and, to a lesser extent, even before it starts. So the frequency
masking contour for a given frame should be calculated taking account the previous frames and perhaps
one frame ahead as well
This figure below illustrates the simultaneous and temporal masking produced by a 60 dB_SPL tone
which starts at 0 ms and stops 20 ms later. The tone may have the spreading function illustrated earlier of
peak amplitude 60 dB_SPL. The full masking effect of this tone applies while it is present, and dies away
gradually, as shown, over the following 20ms. In determining the masking threshold, therefore, the
spreading function would be applied with diminishing amplitude over the following 200ms. Similarly the
pre-masking effect could be taken into account in the same way, though the time scale is quite rapid now
so the effect will be not quite so marked or useful.
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Deriving a perceptual masking graph from a given section of music, and splitting the music into sub-bands
are the main tasks of an MP3 decode. The mask is derived by taking a 1024 point FFT and increasing the
‘masking threshold in quiet’ in the vicinity of identified strong tones.

A diagram of an MP3 coder is shown below:
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For a demonstration of frequency masking see www.ece.uvic.ca/~aupward/p/demos.htm.
The quantisation scheme tries to make the Δ2/12 noise less than the masking threshold. Non-uniform
quantisation is used. Further efficiency is achieved through the use of Huffman coding (lossless) which
uses ‘self terminating’ variable length codes for the quantisation levels. Quantised samples which occur
more often are given shorter wordlengths and vice-versa. The MP3 decoder is simpler than the encoder
and simply reverses the quantisation to reconstitute the frequency domain samples and transforms back to
the time domain taking into account the fact that frames are 50% overlapped.
Some more detail about MP3 compression and Huffman coding is given in references quoted in the
Comp30192 web-site.

8.4. Digitisation of Video
According to the CCIR-601 ITU standard, digital television comparable to American analog NTSC
television with 486 lines would require 720 pixels per line, each pixel requiring 5 bits per colour i.e. about
2 bytes per pixel. Scanned at 30 frames per second, this would require a bit-rate of about 168 Mb/s or 21
Mbytes per second. A normal CD-Rom would hold only about 30 seconds of TV video at this bit-rate.

A similar calculation for high definition TV (HDTV) gives a requirement of about 933 Mb/s and for film
quality the required bit-rate has been estimated at 2300Mb/s. An SVGA computer screen with 800 by
600 pixels requires 3 x 8 = 24 bits per pixel and therefore 288 Mbits/second if refreshed at 25Hz with
interlacing. The need for video digitisation standards achieving compression is clear.

The MPEG-1 and MPEG-2 standards for moving video and the FCC standard for HDTV both use a
version of the 2-D Fourier transform known as the “2-D discrete cosine transform (DCT)” applied to 8 by
8 (or 10 by 10) pixel “tiles” extracted from the image. The red green and blue colour measurements for

each pixel are first transformed to a “luminance”(brightness) and two “chrominance” (colour)
measurements so that advantage can be taken of the fact that the eye is more sensitive to differences in
luminance than to variations in chrominance. The three measurements for each pixel produce three
separate images, one for luminance and two for chrominance, which are now dealt with separately. The
number of bits required for the two chrominance images can be reduced by averaging the chrominance
measurements for sets of four adjacent pixels to produce images with fewer pixels.

After the 2-D DCT transform, for each set of 8x8 (or 10x10) pixels we obtain 8x8 (or 10x10) 2-D
frequency domain samples starting with a sort of “dc value” which represents the overall brightness of the
“tile”. More and more intricate detail is added by higher and higher 2-D frequency samples just as in 1-D
signal processing, higher frequencies add finer detail to the shape of a signal.
The 2-D frequency-domain samples for each tile may now be quantised (i.e. converted to binary form)
according to their perceptual importance. The “dc” value of each tile is very important and is accurately
and efficiently digitised by quantising the differences between values obtained for adjacent tiles. The
differences are often quite small and can therefore be accurately digitised with relatively few bits. The
remaining 2-D frequency domain samples (DCT coefficients) for each tile tend to diminish in importance
with increasing frequency, and many are so small that they may be set to zero without serious loss of
picture quality. Setting perceptually unimportant DCT coefficients to zero produces runs of zeros which
are easily digitised simply by recording the length of the run. Further bit-rate savings are achieved by
Huffman coding which assigns longer codes to numbers which occur less often and allows shorter codes
to be used for commonly occurring numbers.

The technique described above, as may be applied to a single video frame, is essentially the same as that
used to digitise still pictures according to the “JPEG” standard. When digitising successions of video
frames, MPEG-1 and MPEG-2 send fully JPEG encoded frames (referred to as I-frames) periodically,
about once or twice per second. Between the I-frames MPEG-1 and MPEG-2 send “P-frames” which
encode only differences between a given frame and the previous frame and “B-frames” which encode
differences between the current frame the previous and the next frame.

MPEG-1 was originally conceived as a means of encoding reasonable quality video at about 1.2 Mb/s.
MPEG-2 was originally designed for encoding broadcast quality video at bit-rates between 4 and 6 Mb/s.

Problems
8.1. Why is A-law companding used when digitising speech for transmission at 64 kb/s. and how
is it generally implemented? Let the dynamic range of a digital telephone link be defined
as:
⎛ Maximum signal power such that there is no overload ⎞
⎟⎟ dB.
D y = 10 log10 ⎜⎜
⎝ Minimum signal power giving at least 20dB SQNR ⎠

Given the formula for A-law compression applied to x(t) in the range –V to +V, where K=1+loge(A)
derive Dy for a 56 kb/s PCM speech channel when the speech signal is A-law companded with
A=40, and digitised at 7 bits/sample. You may assume speech waveforms are approximately
sinusoidal. Compare your result with what would have been obtained without companding.
8.2. For acceptable speech quality on a land based PCM digital telephone link, the signal to quantisation
noise ratio must be at least 30 dB over a dynamic range of at least 40 dB. Assuming speech
waveforms to be approximately sinusoidal, estimate the minimum bit-rate required for uniformly
quantised speech sampled at 8 kHz. How would the use of companding affect this minimum bitrate?
8.3. With "G711" 'A-law' PCM, it is often said that we get 12 bits/sample for the price of 8 bits/sample.
Do you agree?
8.4. Calculate the SQNR for a sine-wave of amplitude V/A when quantised by 8-bit A-law PCM applied
to a range ±V.
8.5. For very small amplitude sinusoids, assuming the µ-law approximation given in the notes, compare
the SQNR for µ-law (µ = 255) with A-law quantisation (A=87.6). Which technique do you prefer?
8.6. What features of speech signals may be exploited to reduce the bit-rate required for land based and
wireless telephony? Explain how the GSM 06.10 (RPE-LTP) speech coding technique achieves
acceptable speech quality at the required bit-rate.
8.7. Compared to analog techniques, what do you consider to be the four main advantages and the most important disadvantage of digital voice
transmission in wired and wireless telephony? Why is digital voice transmission used for mobile telephony and exchange to exchange
transmissions but not widely for wired links into the home or office?

8.8. What features of speech signals are exploited by
• the G711 64 kb/s standard coder for wired telephony
• the GSM 06.10 (RPE-LTP) 13 kb/s coder for mobile telephony
to achieve acceptable speech quality at the required bit-rate.
8.9. What is the difference between "waveform" coding and "parametric" coding.
8.10. What types of signals are suitable for differential coding?
8.11. In mobile telephony, we go to a lot of trouble to reduce the bit-rate for speech, then we increase the
bit-rate again by adding 'forward error correction' bits and then further increase it maybe by 'direct
sequence spread spectrum' or 'code-division' (CDMA) multiplexing. Does this appear crazy to you?
8.12. Samples {s[n]} of a speech signal lie in the range −4 to +4. Assuming 3 bits/sample are available,
how would the following eight samples be quantised by (i) uniform PCM with Δ=1, (ii) simple DPCM
with Δ=0.25 and (iii) a practical DPCM coder with Δ=0.25:
0 0.9 1.6 2.4 2.9 2.8 2.1 2.5
8.13 What is meant by the term ‘analysis-by-synthesis’ as applied to speech coding.
8.14 A common English expression is that "a picture is worth 1000 words". Considering the

number of bits required to transmit a 'J-PEG' encoded picture, do you agree?

